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1 Executive Summary
Traffic collisions cost the United States over $340 billion annually [1, 26] and claim more than 40,000 lives [42].
Two forces are simultaneously reshaping this risk landscape: intensifying climate variability and the deployment of
autonomous vehicles (AVs). This report presents an integrated analytical framework to quantify the interaction of
these forces and project their combined impact on future road safety. These converging forces pose a direct actuarial
challenge: the U.S. auto insurance industry – collecting approximately $316 billion in annual premiums [34] – faces
condition-dependent AV risk profiles and accelerating climate-driven severity shifts that render conventional pricing
models increasingly unreliable.

Regarding the data and methodology, we analyzed 7.7 million US collision records (2016–2023) from 49 states,
supplemented by NOAA storm event data, billion-dollar disaster records, and published AV risk ratios. From
a stratified 500,000-record sample, we engineered 54 predictive features spanning temporal, spatial, climate, and
infrastructure dimensions. Five classification models were trained with 5-fold cross-validation; the selected XGBoost
model achieved an ROC-AUC of 0.818, validated on a held-out set with no evidence of overfitting. We further
developed a Graph Attention Network (GAT) hybrid model that learns spatial severity patterns from a 1,044-cell
geographic grid and combines them with the tabular features, achieving a crash-level ROC-AUC of 0.851 and the
highest recall (0.791) among all models – demonstrating that spatial context contributes nearly 45% of predictive
importance for crash severity.

The analysis yielded several key findings, beginning with the fact that climate is a major crash severity driver.
SHAP analysis reveals that climate and weather features contribute 24.1% of the model’s prediction importance.
Climate zone is the second-most important predictor overall, with wind speed (#6) and temperature (#10) rounding
out the top climate factors. Flood events show the highest risk ratio (1.35×), and the Midwest climate zone exhibits
the highest severity rate (35.2%).

Secondly, AVs reduce overall crash risk by 36%, but introduce new risk categories. Published research shows that
AVs have 90% lower fatal crash risk and 50% lower straight-road crash risk than human drivers; however, they show
5.25× higher risk during dawn/dusk transitions and 1.98× higher risk during turning maneuvers.

Thirdly, in most future scenarios, AVs offset climate-driven crash increases. Our 5-scenario combined analysis
projects that in 4 of 5 scenarios, AV deployment produces net safety improvement despite climate warming. Under the
most likely mid-term scenario (25% AV fleet, +1.5°C warming), the net risk reduction is 4.5%, saving approximately
$14 billion annually. However, under high warming (+3.0°C) with modest AV adoption (25%), climate impact
(+11.2%) overwhelms the AV benefit (−8.7%), producing a net +1.7% risk increase – a critical planning threshold.

Furthermore, AVs offset climate impact at 98% of individual locations across all scenarios. Even in the worst-case
scenario (25% AV, +3.0°C), the AV effect partially or fully offsets climate-driven risk at the vast majority of crash
locations, though the magnitude of climate impact at remaining locations drives the overall net increase.

Finally, as for recommendations, insurers should develop climate-zone-specific, AV-capability-adjusted premium
frameworks. Infrastructure investment should prioritize AV-optimized corridors ($15–25B, 1–2 year payback) along-
side climate-resilient upgrades ($20–30B, 3–8 year payback). Policymakers should incentivize AV deployment –
particularly to the 50% threshold where AVs offset even worst-case climate scenarios – while mandating enhanced
oversight during dawn/dusk and adverse weather conditions. Finally, targeted behavior campaigns and adaptive
speed limits at high-risk corridors deliver the highest benefit-cost ratio of any intervention (21–42×), making them
an immediate complement to longer-horizon infrastructure investments.

2 Introduction & Background
Traffic collisions remain one of the most persistent and costly public safety challenges in the United States. More
than 40,000 people lose their lives in car crashes annually [42], with millions suffering injuries. These collisions cost
in excess of $340 billion per year, with medical bills, property damage, lost productivity, and insurance claims [1, 26]
reflecting the severity of the issue. Despite decades of improvements to vehicle safety, traffic risk continues to evolve
under the pressure of two transformative forces: intensifying climate variability and the emergence of autonomous
vehicle technology. The U.S. auto insurance industry – collecting approximately $316 billion in annual premiums
[34, 43] – bears a significant share of these costs through claim payouts, making accurate risk prediction essential for
both public safety and financial stability.
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Figure 1: Estimate of the total cost, broken up by property damage, lost productivity, medical costs, and more from 2019 data,
adjusted for inflation. Source: Statista [44].

Rising climate variability is amplifying the effects of weather on road safety. Research indicates that fatality
rates are approximately 9% higher on days when the temperature exceeds 80°F compared to days between 50–60°F
[2]. Similarly, collisions increase by roughly 75% during precipitation events [3, 39, 41], highlighting how both heat
and precipitation significantly elevate crash likelihood. NOAA data shows that billion-dollar weather disasters have
accelerated from an average of 9 events per year historically to 23 events per year from 2020–2024, a 2.5× increase
[4].

Simultaneously, autonomous vehicles (AVs) – classified as SAE Level 4 and above [28] – are being deployed on
public roads in California [29], Texas, and Arizona [30]. A 2024 matched case-control study published in Nature
Communications found that AVs have 36% lower overall crash risk and 90% lower fatal crash risk compared to human
drivers, but show 5.25× higher risk during dawn/dusk transitions and 1.98× higher risk during turning maneuvers
[5]. This presents a complex risk landscape where AVs may reduce some crash types while introducing new risk
categories.

2.1 Problem Statement & Debrief
The core actuarial and engineering problem addressed in this report is accurately predicting and mitigating future
traffic collision risks when both the physical climate and the driving technology are changing simultaneously.

Our primary risk metric is the probability that a traffic collision results in a severe outcome (Severity ≥ 3 on a
4-point scale), which we translate to expected economic loss using NHTSA cost frameworks. We define risk along
two dimensions: (1) severity probability, which our model predicts at the individual crash-location level, and (2) the
economic cost of severe crashes, estimated at $306 billion annually – representing 90% of total crash costs despite
comprising only 22.5% of incidents. Each severe crash costs an average of $1.7 million [26], each fatality $12.5 million
(DOT VSL) [16], and the average American effectively pays a $1,268 annual “crash tax” through insurance, taxes,
and lost productivity [44].

Traditional risk models often rely on the assumption of stationarity – that the future will resemble the past. This
assumption is increasingly invalid for two reasons:

1. Climate Non-Stationarity: Historical weather patterns are no longer reliable predictors of future conditions.
Rising temperatures and intensified storm events are altering the baseline risk environment for road safety.

2. Technological Disruption: The introduction of AVs creates a discontinuity in accident causation factors.
Risk ratios for AVs differ significantly from those of human drivers, particularly under specific conditions like
turning maneuvers or low-visibility scenarios.

Stakeholders, including insurance carriers, urban planners, and policymakers, lack integrated models that account
for the interaction of these variables. A model considering AV adoption without a climate context might overestimate
safety gains in regions prone to extreme weather, where AV sensors may degrade. Conversely, a climate-focused model
ignoring AVs would miss the potential for technology to offset human-error accidents exacerbated by poor conditions.

Risk & Who is at Risk:
• Individuals and families face loss of life, injury, and financial hardship – the average severe crash costs $1.7

million [26], and 40,000+ Americans die annually. Under our Scenario D (high warming, low AV adoption), an
additional ∼1,700 severe crashes per year would occur nationally, concentrated in the Midwest and hot-humid
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corridors where our model projects the largest severity increases.
• Insurers paid over $190 billion in auto collision claims in 2023 across a $316 billion premium market [34]. Our

projections show that climate warming alone could add $5.2B–$13.5B in annual severe-crash costs (Sections 5.4–
5.6), while condition-dependent AV risk ratios make blanket pricing obsolete – a $2–4B annual mispricing
exposure if actuarial tables are not updated.

• Government agencies bear emergency response and infrastructure repair costs estimated at $75 billion
annually. The 28 DBSCAN hotspot corridors identified in our analysis account for a disproportionate share of
these costs, with the Dallas-Fort Worth corridor alone generating ∼$10.2B in annual crash-related expenditures.

• Employers suffer from lost productivity when workers are injured or killed in crashes – $130B annually in lost
workplace and household productivity [44] – with commercial corridors like I-35 and I-70 carrying the highest
concentration of freight and commuter traffic.

Causes of Risk: Human factors (distraction, impairment, speeding) remain the leading causes, but environmen-
tal factors increasingly act as a “force multiplier” – extreme heat degrades road surfaces while precipitation reduces
visibility and traction. During the AV transition, “mixed autonomy” creates new conflict points, and AV sensors
may be impaired by the same weather conditions that make human driving dangerous.

Secondary Industries Affected: Beyond the primary stakeholders, collision risk cascades into multiple sec-
ondary industries. Commercial trucking and freight operates predominantly on the interstate corridors our DBSCAN
analysis identifies as hotspots (I-35, I-70, I-10), facing compounding exposure from climate-degraded road surfaces
and mixed AV-human traffic. Emergency services absorb surge demand during extreme weather events, when our
model shows crash frequency increases 75% [3]; EMS response times lengthen precisely when severity is highest.
Healthcare systems bear the downstream costs of severe crash injuries – trauma care, rehabilitation, and long-term
disability – with present and future medical costs estimated at $38B annually and total property damage at $141B
[44]. Construction and road maintenance face accelerating demand as climate warming degrades infrastructure (heat-
stressed pavements, flood-damaged drainage) that our climate projections show worsening 15–40% under warming
scenarios. Finally, the AV manufacturing and technology sector faces regulatory and liability uncertainty that our
condition-specific risk analysis (dawn/dusk at 5.25×, turning at 1.98×) [5] can help quantify and resolve.

Risk Mitigation Concepts: To address these risks, we evaluate three categories of mitigation grounded in
actuarial practice: insurance product redesign to accurately price emerging risk factors, infrastructure investment
to modify crash outcomes directly, and policy-driven behavior changes to reduce crash frequency under adverse
conditions. Each strategy is analyzed against quantitative model outputs in Sections 5.5 and 6.

Report Roadmap: Section 3 prepares the data (7.7M records across six datasets). Section 4 builds the mathe-
matical models to answer three questions: (1) what drives crash severity today? (2) how will AVs change it? (3) how
will climate change it? Section 5 synthesizes these into a combined risk analysis with monetary estimates and coun-
terfactual strategy comparisons. Section 6 translates findings into actionable recommendations with costs, timelines,
and responsible agencies.

3 Data Methodology
To construct a comprehensive view of the intersection between traffic safety, autonomous vehicle operational domains,
and climate patterns, we integrated multiple datasets covering the period from 2016 to 2023.

3.1 Data Identification
We utilized six distinct datasets to ensure comprehensive coverage of historical crash patterns, climate conditions,
AV performance data, and future scenario parameters:
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Table 1: Primary datasets used in the analysis.

Dataset Source Records Coverage Role in Analysis
US Accidents Moosavi et al.

[6]
7,728,394 49 states,

2016–2023
Primary crash data: severity, geolocation,
weather, infrastructure

NOAA Storm
Events

NCEI [7] 367,765 National,
2016–2023

Extreme weather event correlation with crash
records

Billion-Dollar
Disasters

NOAA NCEI
[4]

34 key events National,
2016–2023

Macro-scale disaster trend analysis (2.5× in-
crease)

NHTSA SGO
AV Reports

NHTSA [14] ∼4,000 CA, TX, AZ AV crash calibration (Tier 2 only)

AV Risk Ratios Wen et al. [5],
Nature Comm.
2024

N/A (study) Peer-reviewed Condition-specific AV vs. human risk ratios

IPCC AR6 /
NCA5

IPCC [13],
NCA5 [40]

N/A Global /
National

Climate warming scenario parameters

Mapping Data to Actuarial Risk Categories:
Table 2: Mapping of datasets to actuarial risk categories.

Actuarial Category Data Sources Application
Potential outcomes US Accidents (severity 1–4), NOAA Storm

Events (48 types)
Binary severity classification; climate zone
risk profiles

Severity / loss range NHTSA cost framework ($340B), DOT VSL
($12.5M)

Monetary loss estimation; cost-benefit anal-
ysis (Section 5.5)

Frequency / likelihood US Accidents (7.7M records), NOAA storms
(367K events), IPCC scenarios

Crash frequency by location/time/weather;
scenario probabilities

Alignment with Actuarial Process Guide Data Categories: As outlined in Section 2.1 of the Actuarial Process
Guide, valuable data falls into three categories:

• Characterizing potential outcomes (Category 1): The US Accidents dataset’s severity classifications
(1–4 scale) and NOAA storm event types define the range of possible crash outcomes and their triggering
conditions.

• Severity and range of loss (Category 2): NHTSA’s crash cost framework, the DOT Value of a Statistical
Life ($12.5M), and our binary severity classification (Severity 3–4 vs. 1–2) quantify the financial magnitude
of each outcome class – severe crashes account for 22.5% of incidents but approximately 90% of the $340B in
annual costs.

• Frequency and likelihood (Category 3): The 7.7 million crash records across 8 years (2016–2023) provide
robust frequency estimates by geography, time period, and weather condition, while the NOAA billion-dollar
disaster database tracks the increasing frequency of extreme weather events (from 9 to 23 per year).

Together, these sources ensure that our model captures all three dimensions of actuarial risk.

3.2 Data Reliability & Quality Control
US Accidents Dataset: This dataset, compiled by Moosavi et al. [6], aggregates traffic incident data from multiple
state and federal transportation departments. It contains 47 raw columns, including severity (1–4 scale), geolocation,
timestamps, and weather conditions recorded at the time of each accident. The dataset is published under CC BY-
NC-SA 4.0 license and has been used in over 1,500 academic publications. Credibility: High – this is one of the
largest publicly available US crash datasets, compiled from official government transportation department records
with standardized reporting protocols, and has been validated through use in over 1,500 peer-reviewed academic
publications.

NOAA Storm Events Database: Maintained by the National Centers for Environmental Information (NCEI)
[7], this federally operated database provides verified records of significant weather phenomena, including tornadoes,
floods, heatwaves, and winter storms, enabling correlation with broader climatological events. Credibility: High –
NOAA is the authoritative federal agency for weather and climate data, with mandatory reporting requirements
for significant weather events and multi-stage verification processes. The Storm Events Database undergoes quality
assurance review by NCEI staff before publication.

IPCC AR6 Climate Projections: The Intergovernmental Panel on Climate Change Sixth Assessment Report
[13] provides consensus warming scenarios (SSP pathways) developed by hundreds of climate scientists worldwide.
We used AR6 projections for the +1.5°C and +3.0°C warming scenarios in our Tier 2 climate model, supplemented
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by the Fifth National Climate Assessment (NCA5) [40] for U.S.-specific impacts. Credibility: High – the IPCC
assessment process involves multi-stage peer review by thousands of scientists and represents the global scientific
consensus on climate projections. NCA5 is the U.S. government’s authoritative climate impact assessment.

AV Risk Ratios (Nature Communications 2024): Wen et al. [5] conducted a matched case-control analysis
comparing AV and human-driver crash rates across 12 operating conditions, using police-reported crash data, with
supplementary validation from Waymo operational data [8, 15] with statistical matching to control for confounders.
We adopted their condition-specific risk ratios (e.g., 0.64 overall, 5.25 at dawn/dusk) as inputs to our Tier 2 AV pro-
jection model. Credibility: High – peer-reviewed and published in a top-tier journal (Nature Communications), with
transparent methodology and publicly available supplementary data. However, results reflect early AV deployment
conditions and may shift as the technology matures.

NHTSA Standing General Order (SGO) AV Data: Since June 2021, NHTSA has required manufacturers
and operators of SAE Level 2 ADAS and Level 3–5 ADS vehicles to report crashes meeting specific thresholds [14].
The approximately 4,000 incident reports provide the only systematic national dataset of AV-involved crashes. We
used this data for Tier 2 calibration only, not for model training. Credibility: Moderate – reporting is mandatory
with legal enforcement, but the dataset is relatively new (3 years), covers a small AV fleet, and incident classification
criteria have evolved, limiting longitudinal comparisons.

NOAA Billion-Dollar Disasters Database: This dataset catalogs U.S. weather and climate events that each
caused at least $1 billion in damages (CPI-adjusted), maintained by NCEI with rigorous cost verification through
collaboration with FEMA, state agencies, and private insurers [4]. We used it to correlate macro-scale disaster
frequency trends with crash severity patterns. Credibility: High – costs are independently verified across multiple
federal and private-sector sources, and the dataset is the standard reference for climate disaster trend analysis in
federal policy and academic research.

Quality Control Pipeline:
• Temporal & Geospatial Validation: Removed records with missing start times and filtered to valid US

coordinates.
• Physical Consistency Checks: Bounded temperature (−30 to 130°F), wind speed (<150 mph), humidity

(0–100%), pressure (25–32 in), and visibility (<50 mi); out-of-range values treated as null.
• Duplicate Removal: Composite keys (rounded coordinates, nearest hour, severity) identified and removed

duplicates.
• Missing Data: Weather fields (temperature, humidity, visibility, wind speed) were imputed on the full 6.4M-

record cleaned dataset using stratified median imputation by State × Month (wind speed used State-only
median due to low seasonality), preserving local climate patterns. After stratified sampling to 500,000 records,
only pressure data retained missing values (14,720 records, 2.9%), which were imputed at the sample level.
Pressure was subsequently excluded from the final 54-feature modeling set due to low predictive value, so this
imputation does not affect model outputs.

3.3 Data Processing & Derived Metrics
From the raw 7.7M records, we created a stratified 500,000-record sample maintaining the original severity distribu-
tion. This sample underwent feature engineering to produce 88 total columns (35 newly derived features) across five
groups: temporal, climate/weather, spatial, road infrastructure, and interaction terms. The complete feature listing
is provided in Appendix A.

Target Variable: is_severe – binary classification where Severity ≥ 3 is labeled positive (22.46% of records),
distinguishing major collisions from minor incidents.

3.4 Data Merge & Final Dataset
Spatio-Temporal Merging with NOAA: We performed a spatio-temporal join to link crash records with NOAA
storm events. Crashes occurring within the same state and on the same date as a recorded storm event were flagged
with binary indicators (e.g., during_storm_event), enabling analysis of how extreme weather amplifies collision risk.

Climate Zone Assignment: Each record was assigned to one of six climate zones based on state:
Table 3: Climate zone assignment by state.

Climate Zone States
Hot-Humid FL, LA, TX, GA, AL, MS
Hot-Dry AZ, NV, NM, UT
Cold-Snow MN, WI, MI, ND, SD, MT
Temperate CA, OR, WA, CO, VA, NC
Midwest OH, IN, IL, IA, MO, KS, NE
Northeast NY, PA, NJ, MA, CT, ME, NH, VT, RI
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Final Modeling Dataset:
Table 4: Train/test/holdout split.

Split Records Percentage Positive Rate
Training 350,000 70% 22.46%
Test 100,000 20% 22.46%
Holdout 50,000 10% 22.46%

From these 88 columns, non-predictive fields (record IDs, raw timestamps, geographic coordinates used only for
merging, and the target variable) were excluded from the modeling feature set. The remaining predictive columns
were then processed: 9 categorical columns were encoded and 1 highly correlated feature was removed, yielding a
final count of 54 modeling features (51 base + 3 interaction terms).

3.5 Exploratory Data Analysis
Before model development, comprehensive EDA was conducted on the full dataset to establish baseline patterns and
validate research hypotheses. Key findings include:

Severity Distribution: 77.5% of crashes are classified as non-severe (Severity 1–2), while 22.5% are severe
(Severity 3–4), creating a moderate class imbalance that required specialized handling in modeling.

Temporal Patterns: Rush hour periods (7–9 AM, 4–7 PM) show the highest crash frequency. Summer months
exhibit the highest severity rates (26.1% severe), while weekends show higher per-crash severity than weekdays. See
the Crash Frequency heatmap (Figure 15, Section 5.1) and Crash Volume by Season bar chart (Figure 3, Section 4.2)
for visual representations of these patterns.

Spatial Hotspots: DBSCAN clustering [19] identified 28 geographic hotspot clusters nationally, with the highest
concentrations along major interstate corridors in California, Texas, and the Eastern Seaboard.

Figure 2: National collision hotspot clusters identified by DBSCAN (n = 28). Circle size encodes crash volume (log scale);
color encodes severe crash rate (green = low, red = high); black rings mark Critical-risk clusters. High-volume clusters like
Charlotte (53K crashes) and Southern CA (27K) appear large but green/yellow, indicating low per-crash severity. In contrast,
Critical clusters along the I-70 corridor – St. Louis (57% severe), Denver (43%), Kansas City (37%) – and I-35 corridor –
Dallas (32%), Memphis (31%) – are smaller but deep red with black rings, reflecting high severity rates despite lower volume.
Lines trace major interstate corridors connecting cluster cities.

Climate-Crash Relationships:
• Temperature U-Curve: Both extreme cold and extreme heat, corresponding to below 32°F and above

90°F, respectively, correlate with elevated severity rates, partially confirming the U-shaped temperature-crash
relationship from the literature.

• Precipitation Impact: Flood events show the highest risk ratio of 1.35, followed by heavy precipitation with
a risk ratio of 1.25. Approximately 75% more collisions occur during precipitation events.

• Regional Vulnerability: The Midwest exhibits a highest severity rate of 35.2%, followed by the South.
Climate vulnerability scores were computed for all 49 states covered.

• Seasonal Trends: Billion-dollar weather disasters have increased 2.5× in frequency since 2020, correlating
with increased severe crash frequency during extreme weather periods.
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4 Mathematics Methodology
The exploratory analysis in Section 3 revealed that crash severity follows complex, non-linear patterns across geo-
graphic, temporal, and climate dimensions – patterns too intricate for simple statistical summaries. This section
describes the mathematical models developed to capture these relationships, predict crash severity, and project future
risk under climate change and AV adoption scenarios. Our approach follows a two-tier structure:

• Tier 1 (Core): Machine learning classification models trained on national US collision data (500K records,
54 features) to predict crash severity, with emphasis on climate factor importance.

• Tier 2 (Extension): Projection models that apply Tier 1 outputs to simulate future scenarios under AV
adoption and climate warming.

4.1 Assumptions & Justifications
Table 5: Key modeling assumptions and justifications.

# Assumption Justification Necessity
1 US Accidents dataset is temporally

representative for current/near-
future patterns

Spans 2016–2023 (7 years), cap-
turing seasonal cycles and post-
COVID recovery; 35 derived fea-
tures capture temporal, spatial,
and weather dynamics

Unreliable near-future projections
if data does not represent current
patterns

2 500K stratified sample preserves
statistical properties of full 7.7M
dataset

Stratified sampling maintained
severity distribution (22.46%); all
feature correlation p-values < 0.001

Full dataset exceeds computational
feasibility for cross-validated hyper-
parameter tuning

3 Weather at crash time reflects pri-
mary environmental conditions

Dataset records weather at acci-
dent time/location from local sta-
tions; NOAA storm overlays pro-
vide broader context

Lagged or misaligned readings
would produce spurious climate-
crash relationships

4 Published AV risk ratios apply to
our AV deployment regions

Nature Communications 2024 [5]
used matched case-control on CA
crashes, overlapping our Tier 2
scope (CA, TX, AZ)

Tier 2 projections depend on ratio
transferability across three states

5 Climate impacts approximated via
scenario-based multipliers

IPCC AR6 scenarios [13] for warm-
ing; empirical risk multipliers from
Valentine [2] (+9% fatalities per
10°F > 80°F); NCA5 projections
[40]

Cannot estimate crash pattern evo-
lution without scenario modeling

4.2 Basic Statistics
Building on the EDA patterns from Section 3.5, we quantified seasonal severity rates and year-over-year trends using
100,000 records to confirm the non-linear relationships requiring machine learning.

[See Table E-1 in Appendix E]
Summer and spring produce the fewest crashes but the highest severity rates. This pattern suggests that higher

speeds and reduced defensive driving in fair weather offset lower crash volumes. On a monthly basis, temperature
correlates directly with crash severity. Year-over-year trends show a clear increase in total crashes, with dips in 2020
(pandemic) and 2023 (reporting lag).
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Figure 3: Seasonal crash volume and severity rates. Winter
and fall produce the most crashes; summer shows the highest
severity rate (26.1%). Source: US Accidents dataset [6].

Figure 4: Annual crash frequency trend (2016–2023) with
cubic polynomial trendline (R2 = 0.808). Dip in 2020 at-
tributable to COVID-19. Source: US Accidents dataset [6].

4.3 Baseline Classification Models
We defined the classification task as a binary prediction of is_severe (Severity ≥ 3) and established baseline
performance using two interpretable models.

Logistic Regression: A standard logistic regression with class_weight=’balanced’ was trained as the simplest
baseline. The model achieved: Accuracy: 0.563 | F1: 0.428 | ROC-AUC: 0.669.

The convergence warnings confirmed that linear models are insufficient for this classification task, motivating
ensemble approaches.

Decision Tree: A decision tree classifier with class_weight=’balanced’ and max_depth=15 provided a non-
linear baseline; Accuracy: 0.701 | F1: 0.530 | ROC-AUC: 0.784.

The decision tree’s substantial improvement over logistic regression confirmed that non-linear feature interactions
are critical for severity prediction, motivating the use of ensemble methods.

4.4 Ensemble Model Development
To capture the non-linear feature interactions identified by the baseline models, we trained three ensemble methods.
Each model underwent hyperparameter tuning using RandomizedSearchCV with 20 iterations of 5-fold stratified
cross-validation, ensuring robust parameter selection. The tuning prioritized F1-score to balance precision and recall
given the class imbalance.

Random Forest [24]:
Random Forest builds 300 independent decision trees via bagging, reducing variance through aggregation. Each

tree trains on a random data subset with random feature selection, and the ensemble averages their predictions.
Key tuning: unlimited depth, min 5 samples to split, balanced subsampling. Achieved F1 0.541 and ROC-AUC

0.795.
XGBoost [18] (Selected Primary Model):
XGBoost builds trees sequentially, where each new tree corrects the errors of the previous ones (gradient boosting).

We selected it as our primary model for three reasons: (1) it natively handles class imbalance by weighting severe
crashes 3.45× higher during training, (2) it produces competitive accuracy on tabular data, and (3) it supports
SHAP-based interpretability, which is essential for identifying which climate and infrastructure features drive crash
severity.

• Key tuning: 200 rounds, learning rate 0.1, max depth 10, 80% feature sampling, scale_pos_weight=3.45.
Achieved the best interpretable model performance: F1 0.565, ROC-AUC 0.818.

Formula: XGBoost Objective
XGBoost minimizes a regularized objective combining logistic loss with tree complexity penalties:

L(ϕ) =
n∑

i=1
l(yi, ŷi) +

M∑
m=1

Ω(fm) (1)

where l(yi, ŷi) is the logistic loss for each of n training samples and

Ω(fm) = γT + 1
2λ∥w∥2 (2)

penalizes tree complexity (T = number of leaves, w = leaf weights). The final prediction is the sum of all M
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trees.
LightGBM [25]: LightGBM uses the same gradient boosting principle as XGBoost but grows trees leaf-wise

(expanding the leaf with the highest loss reduction) rather than level-wise, and uses histogram-based binning for
faster training. It was included as a comparison model with native handling of the 3.45:1 class imbalance.

• Key tuning: 300 rounds, depth 10, 100 leaves, 90% subsampling. Matched XGBoost ROC-AUC (0.818) with
the highest recall (0.769) but was not selected due to lower interpretability compared to XGBoost.

Class Imbalance Handling:
Since only 22.5% of crashes are severe (a 3.45:1 imbalance), a model that predicts “not severe” for every crash

would still achieve 77.5% accuracy. To prevent this, we applied class weighting: XGBoost weights severe crashes
3.45× more heavily during training (scale_pos_weight=3.45), while Random Forest uses balanced subsampling.
We evaluated models using F1-score and G-Mean rather than accuracy alone, ensuring that both precision and recall
for severe crashes are meaningfully assessed.

Table 6: Ensemble model comparison.

Model F1-Score ROC-AUC Recall CV Stability (F1)
Random Forest 0.541 0.795 0.626 0.535 ± 0.004
XGBoost * 0.565 0.818 0.751 0.561 ± 0.002
LightGBM 0.564 0.818 0.765 0.562 ± 0.002
GAT Hybrid ** 0.600 0.851 0.791 N/A (single split)

* Selected as primary Tier 1 model. ** GAT Hybrid detailed in Section 4.4.1; included for comparison. All CV stability values show F1
mean ± standard deviation across 5 folds.

4.4.1 Spatial Graph Model (GAT Hybrid)
The ensemble models above treat each crash record independently, ignoring the spatial relationships between nearby
locations. To capture geographic severity patterns – the tendency for crash severity to cluster in regions with shared
infrastructure, traffic, and climate conditions – we developed a hybrid model combining a Graph Attention Network
(GAT) with XGBoost.

Stage 1 – Geographic Grid & Graph Construction:
The continental US was discretized into a 0.5-degree latitude/longitude grid. Cells with fewer than 20 crashes

were excluded, yielding 1,044 grid cells covering 492,181 total crashes. Each cell was characterized by 42 aggregated
features (mean temperature, severity rate, infrastructure proportions, etc.). Adjacent cells were connected as graph
edges, forming a spatial network where each cell can “attend to” its neighbors.

Figure 5: GAT geographic grid visualization showing the 1,044-cell spatial discretization of the continental US at 0.5-degree
resolution. Color indicates severity rate (red = high, green = low).

[See Table E-2 in Appendix E]
Stage 2 – Graph Attention Network:
A 3-layer GAT [21] with batch normalization was trained on the grid graph to predict cell-level severity rates. Each

GAT layer applies learned attention weights to neighboring cells, allowing the model to determine which neighbors are
most informative for predicting a given cell’s severity. The final hidden layer produces a 32-dimensional embedding
vector for each grid cell.
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Table 7: GAT model configurations and performance.

Configuration ROC-AUC F1 Recall G-Mean
Standalone GAT (grid-level) 0.828 0.757 – –
Full Hybrid (crash-level) 0.851 0.600 0.791 0.773

Stage 3 – Hybrid Feature Augmentation:
Each crash record is mapped to its grid cell and assigned the corresponding 32-dimensional GAT embedding.

These embeddings are concatenated with the original 54 tabular features, producing an augmented feature set of 86
dimensions. A second XGBoost classifier is then trained on this augmented space with the following parameters:

• n_estimators = 300 (number of boosting rounds)
• max_depth = 6 (tree depth limit)
• learning_rate = 0.1 (step size shrinkage)
• scale_pos_weight = 3.45 (class imbalance correction, matching the 3.45:1 ratio)
Feature Importance in the Hybrid Model:
The XGBoost feature importance analysis of the hybrid model reveals that the 32 GAT embedding dimensions

collectively account for 44.7% of total feature importance, nearly half of the model’s predictive power. The top
individual features remain infrastructure-related (Traffic_Signal, Crossing, Stop), but 8 of the top 15 features are
GAT embeddings, indicating that spatial context learned by the graph network provides complementary information
that the tabular features alone cannot capture.

[See Table E-3 in Appendix E]

Figure 6: Left panel shows the two-stage GAT hybrid architecture (geographic grid to GAT embeddings to augmented XGBoost).
Right panel shows feature importance breakdown: GAT spatial embeddings contribute 44.7% of total importance in the hybrid
model, with infrastructure (35%), climate (10%), and temporal (7%) features comprising the remainder.

4.5 Model Roles & Evaluation
With five tabular models and one spatial hybrid trained and evaluated, two emerged as the strongest performers,
each answering a distinct analytical question. XGBoost (ROC-AUC 0.818, F1 0.565) serves as the primary Tier 1
model: every feature is directly interpretable through SHAP, making it the engine for the climate-severity analysis
(Section 4.6), Tier 2 projections (Sections 4.7–4.9), and actionable recommendations (Section 6). The GAT Hybrid
(ROC-AUC 0.851, F1 0.600) serves as a complementary spatial model: by learning geographic severity patterns from
a 1,044-cell grid, it quantifies how much spatial context matters – and at 44.7% of feature importance, the answer is
substantially.

Table 8: Complete model comparison across all metrics.

Model Accuracy Precision Recall F1 ROC-AUC G-Mean
Logistic Regression 0.563 0.303 0.727 0.428 0.669 0.612
Decision Tree 0.701 0.409 0.751 0.530 0.784 0.718
Random Forest 0.761 0.476 0.626 0.541 0.795 0.708
XGBoost 0.741 0.453 0.751 0.565 0.818 0.744
LightGBM 0.734 0.446 0.765 0.564 0.818 0.745
GAT Hybrid* 0.763 0.483 0.791 0.600 0.851 0.773

*GAT Hybrid metrics computed at crash level (20,000 test records) using spatial embeddings from the grid-level GAT; see Section 4.4.1
for architecture details. Because the hybrid derives predictions through a two-stage pipeline (grid-level GAT then crash-level XGBoost),

its metrics are not directly comparable to the single-stage tabular models evaluated on the full 100,000-record test set.

XGBoost: Identifying Specific Risk Drivers. The standalone XGBoost model produces fully transparent
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predictions: every feature is directly interpretable through SHAP analysis, with no opaque dimensions. Climate_zone
ranks #2 in importance (SHAP 0.190), Wind_Speed #6 (0.131), and Temperature #10 (0.084), yielding the specific
climate-severity relationships that drive the risk characterization in Section 5.1 and the actuarial recommendations
in Section 6.1. Because SHAP values decompose each individual prediction, they also calibrate the risk multipliers
used in Tier 2 projections (Sections 4.7–4.9). This depth of feature-level interpretability is essential for a report
where every recommendation must trace back to a quantitative finding.

GAT Hybrid: Quantifying Geographic Context. The GAT Hybrid achieves the highest metrics among all
models – ROC-AUC 0.851, recall 0.791, F1 0.600, G-Mean 0.773 – confirming that geographic context significantly
improves severity prediction. Its 32 learned spatial embedding dimensions capture neighborhood-level patterns
(shared infrastructure, traffic density, regional climate exposure) that tabular features inherently miss. While SHAP
can be applied to the hybrid’s final XGBoost stage, 44.7% of importance falls on these embedding dimensions, which
encode spatial patterns but are not individually decomposable into named features. This makes the GAT Hybrid
best suited for validating that crash severity clusters spatially (Section 5.1) and providing a data-driven 1,044-cell
risk zone framework for territorial insurance rating (Section 6.1).

Together, the two models provide stronger evidence than either alone: XGBoost identifies which factors drive
severity and by how much; the GAT Hybrid confirms that where a crash occurs matters nearly as much as the crash’s
observable conditions, and provides a spatial framework for acting on that insight.

Holdout Validation: The selected XGBoost model was evaluated on the 50,000-record holdout set (never used
during training or tuning).

Holdout F1 = 0.565 | Holdout ROC-AUC = 0.817

The near-identical performance between test (F1=0.565, AUC=0.818) and holdout (F1=0.565, AUC=0.817)
confirms that the model generalizes well and is not overfit.

The Receiver Operating Characteristic (ROC) curve plots each model’s true positive rate against its false positive
rate across all classification thresholds. The area under this curve (AUC) measures overall discriminative ability: a
perfect model scores 1.0, while random guessing scores 0.5. AUC is threshold-independent, making it the standard
metric for comparing classifiers on imbalanced datasets like ours.

Figure 7: ROC curves for all six models. GAT Hybrid
achieves the highest AUC (0.851), followed by XGBoost and
LightGBM (both 0.818); logistic regression baseline AUC =
0.669.

Figure 8: Global feature importance (top 10 by mean
|SHAP|). Climate features (orange) contribute 24.1% of to-
tal importance. Duration_minutes ranks #1 (0.828); cli-
mate_zone #2 (0.190).

The F1 gap (0.565 vs. 0.70 target) reflects the inherent difficulty of severity prediction without behavioral variables
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(speed, alcohol, seatbelt use). The GAT Hybrid’s F1 of 0.600 demonstrates that spatial embeddings can close part
of this gap.

4.6 SHAP Interpretability Analysis
SHAP (SHapley Additive exPlanations) [17] decomposes each prediction into individual feature contributions using
Shapley values from cooperative game theory. SHAP values were computed on 5,000 randomly sampled test instances.

Global Feature Importance (Top 10 by Mean SHAP Value):
Table 9: Top 5 features by mean SHAP value.

Rank Feature Mean SHAP Value Climate?
1 duration_minutes 0.828 No
2 climate_zone 0.190 Yes
3 Traffic_Signal 0.183 No
4 is_av_region 0.168 No
5 Crossing 0.143 No

Climate Feature Analysis: Climate/weather variables account for 24.1% of total SHAP importance,
with three features in the top 10:

Table 10: Climate features in top 10 SHAP importance.

Rank Feature Mean |SHAP| Effect on Severity
#2 overall Climate Zone 0.190 Regional climate profile is the single strongest cli-

mate predictor
#6 overall Wind Speed 0.131 High variance across all speeds; data above 20

mph sparse, limiting trend identification
#8 overall Temperature 0.084 U-shaped: both freezing (<32°F) and extreme

heat (>90°F) elevate risk

In the SHAP summary plot (Figure 8), each point represents one test instance; position on the x-axis shows the
SHAP value (impact on prediction), and color indicates feature value (red = high, blue = low). Climate features
(climate_zone, Wind_Speed, Temperature) appear prominently among the top predictors.

SHAP dependence analysis confirms:
• Temperature: U-shaped relationship confirmed – SHAP values increase (push toward severe) at both tem-

perature extremes (<32°F and >90°F)
• Wind Speed: High SHAP variance across all wind speeds; data above 20 mph is sparse, limiting trend

identification at extreme speeds
• Climate Zone: Hot-dry and cold-snow zones show highest SHAP contribution toward severity
• Storm Category: Storm events push predictions strongly toward severe classification
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Figure 9: SHAP dependence plot for Temperature (°F). The
U-shaped pattern confirms that both extreme cold (<32°F)
and extreme heat (>90°F) push predictions toward severe
classification (mean |SHAP| = 0.084).

Figure 10: SHAP dependence plot for Wind Speed (mph).
The dense cluster at 0–15 mph shows high variance in
SHAP contributions. Data above 20 mph is sparse, limiting
trend interpretation at extreme wind speeds (mean |SHAP| =
0.131).

4.7 AV Impact Projection Model
Methodology: The AV projection module applies Tier 1 model predictions to simulate crash patterns under three
AV fleet penetration scenarios, restricted to CA, TX, and AZ where AVs actually operate.

AV Risk Ratios (data from Nature Communications 2024 [5]): Under most conditions – including rain and
nighttime driving – AVs offer reduced risk, with a 36% overall reduction and 90% decline in fatal crashes. The most
significant instances where human risk is lower are dawn/dusk transitions (5.25×) and turning maneuvers (1.98×).

Formula: AV Risk Projection
For each crash location with baseline risk R, AV penetration p, and condition-specific risk ratio r, the risk

projection Rproj is:

Rproj = (1 − p) · R + p · R · r (3)

where (1 − p) · R represents the human driver contribution and p · R · r represents the AV contribution.
Scenarios: We model three illustrative fleet penetration levels for L4+ AVs, informed by industry new-vehicle-

sales forecasts. The cited sources project new vehicle sales percentages, not fleet penetration; we convert to fleet
estimates using three assumptions: (1) US fleet size of ∼290M vehicles with ∼17M new sales per year, (2) average
vehicle lifespan of 12 years, and (3) AV adoption in our Tier 2 states (CA, TX, AZ) leads the national average by
approximately 2×, as these states host the majority of current AV deployments [14, 29, 30]. Under these assumptions,
for example, Goldman Sachs’ bull-case projection of 60% L3+ new sales by 2040 [10] implies ∼25–30% national fleet
penetration but ∼50% in leading AV-deployment states.

We model three fleet penetration scenarios for L4+ AVs in CA, TX, and AZ: conservative (5%, 2028–2030), base
case (25%, 2030–2035), and aggressive (50%, 2035–2040).

Projected Scenario Results (CA, TX, AZ – 32,940 records):
Table 11: AV scenario projection results.

Scenario AV Fleet Mean Risk Change Locations Improved Locations Worsened
Conservative (5%) 5% −1.7% 0 0
Base Case (25%) 25% −8.7% 23,444 0
Aggressive (50%) 50% −17.4% 32,269 306

Mean baseline risk across AV regions: 0.358. At low AV penetration rates of 5%, the effect is minimal and
distributed evenly, while at 25% penetration, over 71% of crash locations show measurable improvement. At 50%
penetration, 98% of locations improve, with only 306, approximately 0.9%, worsening; these are primarily concen-
trated in dawn/dusk transition zones and high-turning-frequency intersections. A detailed analysis can be found in
Section 5.3.
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Figure 11: AV deployment impact by scenario. Left panel shows mean risk change (−1.7% to −17.4%). Right panel shows the
number of crash locations improved vs. worsened at each fleet penetration level.

4.8 Climate Impact Projection Model
Methodology: The climate projection module models how warming scenarios shift crash severity risk nationally,
using IPCC AR6 scenario parameters combined with empirically established risk multipliers [41]. Prior research has
demonstrated that climate change significantly alters regional road safety outcomes through shifts in temperature
extremes and precipitation patterns [39].

Climate Risk Multipliers: We apply empirically established risk multipliers from published literature: heavy
precipitation (1.75×) [3] carries the highest multiplier, followed by reduced visibility (1.30–1.50×) [23, 41], flood
events (1.35×, from our Phase 2 EDA), winter storms (1.25×) [39, 41], and extreme heat above 90°F (1.09–1.15×)
[2].

Warming Scenarios: We model three warming scenarios aligned with IPCC AR6 [13]: a baseline with no
additional warming, a moderate pathway (SSP2-4.5, +1.5°C, +15% extreme heat days, +10% heavy precipitation),
and a high-emissions pathway (SSP5-8.5, +3.0°C, +40% extreme heat days, +25% heavy precipitation).

Formula: Climate Risk Projection
For each location with baseline risk R, climate zone sensitivities (heat h, precipitation p), and scenario multipliers:

Mclimate = 1 + (hheat × 0.09) + (pprecip × 0.75) (4)

Rproj = R · Mclimate (5)

Projected Regional Vulnerability by Climate Zone:
[See Table E-4 in Appendix E for full climate zone vulnerability projections]
The model projects increasing risk across all zones under warming, with absolute risk varying by baseline: Midwest

(highest baseline at 35.2%) faces the largest absolute increases, while hot-dry regions show the steepest relative
change. Full projections by zone are in Table E-4 (Appendix E).
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Figure 12: Climate zone vulnerability under warming scenarios. Zones with higher baseline risk (Midwest, Northeast) face the
largest absolute increases.

4.9 Combined AV + Climate Analysis
The combined analysis integrates AV adoption and climate change effects to answer: Can autonomous vehicles
offset climate-driven increases in crash risk?

Formula: Combined Projection

Rhuman = (1 − pAV) · R · Mclimate (6)

RAV = pAV · R · Mclimate · rAV · Cpenalty (7)

Rcombined = Rhuman + RAV (8)

where Cpenalty = 1.1 for fog/rain conditions (AV sensor degradation), 1.0 otherwise.
Combined Scenario Projection Results:
Figure 13 presents the full 3 × 3 scenario matrix as a color-coded grid. The interaction between AV adoption and

climate is slightly negative (beneficial), meaning AVs perform marginally better under climate stress than a simple
sum of individual effects would suggest.
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Figure 13: Combined scenario risk matrix. Each cell shows the net risk change (%) for a given combination of AV fleet
penetration and climate warming. Green cells indicate net risk reduction; red cells indicate net risk increase (dashed borders).
Three of nine combinations produce net risk increases – all involving either low AV adoption (5%) or extreme warming
(+3.0°C). Critically, the 50% AV fleet column is green under all warming scenarios, confirming that sufficient AV deployment
can offset even worst-case climate projections.

Key Finding: In 4 of 5 scenarios, AV deployment produces net crash risk reduction despite climate intensifi-
cation. Scenario D is the only scenario where climate impact (+11.2%) overwhelms AV benefit (−8.7%), yielding a
net +1.7% increase. AVs offset climate impact in 98% of individual locations across all scenarios. See Section 5.4 for
full analysis.

Figure 14: Left panel demonstrates the net risk changes of AV effect (green), climate effect (red), and interaction (purple)
for each scenario. Right panel shows the AV offset ratio – values above the break-even line at 1.0 indicate AV benefits exceed
climate costs. Only Scenario D falls below the break-even.

4.10 Strengths & Limitations
Strengths:

• Large-scale analysis on 500K records with 54 engineered features.
• Multiple model comparison with rigorous cross-validation (5-fold, std < 0.003).
• Holdout validation confirms generalization (no overfitting).
• SHAP interpretability ties model outputs to actionable climate and infrastructure insights.
• Two-tier structure isolates core findings (Tier 1) from speculative projections (Tier 2).
• GAT hybrid model captures spatial autocorrelation through graph attention, demonstrating that geographic

severity patterns contribute 44.7% of predictive importance – a dimension invisible to standard tabular models.
Limitations:
• Missing behavioral data: The US Accidents dataset lacks speed, alcohol, and seatbelt information – strong

severity predictors available in FARS data but not at this scale.
• Weather recording granularity: Weather is recorded at crash time from the nearest station, which may

not capture micro-conditions at the exact crash location.
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• AV data scarcity: Only ∼4,000 AV incidents exist nationally, insufficient for training AV-specific models; we
rely on published risk ratios instead [5].

• Projection uncertainty: Tier 2 scenarios involve compounding assumptions about AV adoption rates and
climate trajectories; all projections should be interpreted as illustrative ranges, not point predictions.

• GAT granularity trade-off: The spatial model operates at a 0.5-degree grid level (1,044 cells), which captures
regional patterns but sacrifices street-level resolution. The 32 GAT embedding dimensions are also not directly
interpretable without further analysis (e.g., embedding visualization or probing classifiers).

• Cold-weather AV performance gap: Our Tier 2 AV projections are calibrated to CA, TX, and AZ –
states with predominantly warm, dry climates. AV risk ratios from Wen et al. [5] were derived primarily
from California operations and may not generalize to cold-snow states (MN, WI, MI) where ice, snow, and
reduced visibility create additional sensor challenges. LiDAR performance degrades in heavy snowfall, and lane
markings obscured by snow reduce AV navigation accuracy. Our model’s finding that cold-snow zones have the
3rd highest baseline severity (0.416) suggests that AV deployment in these regions may not achieve the same
risk reductions projected for warm-climate states.

Future Model Improvements: Three enhancements would most improve model accuracy. First, integrating
FARS behavioral variables (speed, alcohol, seatbelt use) – which are the strongest severity predictors absent from
our dataset – could close the F1 gap between our current 0.565 and the 0.70+ threshold, potentially adding 5–10
percentage points. Second, as the NHTSA SGO database grows beyond its current ∼4,000 incidents, training AV-
specific severity models (rather than relying on published risk ratios) would replace our Tier 2 assumptions with
empirical predictions, particularly for cold-climate and adverse-weather conditions where current ratios are least
reliable. Third, increasing the GAT spatial resolution from 0.5-degree grid cells to ZIP-code or census-tract level
would sharpen the model’s ability to distinguish street-level risk variation within metro areas – relevant for the
corridor-specific infrastructure recommendations in Section 6.2.

5 Risk Analysis
The mathematical models developed in Section 4 provide quantitative foundations for characterizing collision risk.
This section translates model outputs into the five dimensions of risk characterization required for actuarial analysis:
severity and likelihood (Section 5.1.1), uncertainty (Section 5.1.2), distribution of risks (Section 5.1.3), and expected
value of loss (Section 5.6).

5.1 Risk Characterization from Model Insights
The SHAP analysis reveals that collision severity risk is driven by a complex interplay of infrastructure, temporal,
and climate factors. The three most actionable risk characterizations are:

Infrastructure & Spatial Risk: Traffic signals (SHAP: 0.183) and crossings (SHAP: 0.143) are among the
top 5 predictors. Locations lacking these features – rural roads, unmarked intersections – show substantially higher
severity risk. The negative correlation between poi_proximity_score and severity (r = −0.132) confirms that crashes
in areas with more road infrastructure tend to be less severe. The GAT hybrid model (Section 4.4.1) further confirms
the importance of spatial context: geographic location and neighborhood-level patterns account for 44.7% of the
hybrid model’s feature importance, indicating that crash severity is strongly clustered and influenced by surrounding
infrastructure, traffic patterns, and regional conditions.

Climate Risk: Climate features collectively account for 24.1% of prediction importance. The climate_zone
feature alone (SHAP: 0.190) is the 2nd most important predictor, indicating that a location’s regional climate profile
– including its typical weather patterns, infrastructure design for weather, and driver adaptation to local conditions
– strongly predicts crash outcomes. Wind speed, temperature, and humidity form a weather triad that together
contribute 7.1% of importance.

Temporal Risk: Duration, hour of day, and day of week collectively indicate that crashes occurring during
off-peak hours and lasting longer tend to be more severe, consistent with the known pattern that nighttime and rural
crashes are more dangerous.
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Figure 15: Temporal crash frequency heatmap showing crash volume by hour of day and day of week. Rush-hour peaks (7–9
AM, 4–7 PM) are clearly visible, with weekday afternoons showing the highest concentrations. Weekend crashes are fewer but
tend to occur during different hours. Source: US Accidents dataset [6].

5.1.1 Severity & Likelihood
Our model classifies crash severity as a binary outcome: severe (Severity 3–4, comprising 22.5% of records) versus
non-severe (Severity 1–2). The XGBoost model assigns each crash location a severity probability, enabling both
frequency and severity analysis. Key severity and likelihood findings from the model:

• Severity rates vary 3× across climate zones: The Midwest exhibits 35.2% severe crash rate versus 12.4%
in hot-dry regions, driven primarily by ice/snow conditions and infrastructure factors.

• Likelihood concentrates in specific conditions: Crashes during precipitation are 75% more likely [3], and
flood events carry the highest risk ratio (1.35×). Rush hours (7–9 AM, 4–7 PM) produce the highest crash
frequency, but off-peak crashes are more severe per incident.

• Model-predicted severity probability: The XGBoost baseline probability across all records averages 0.358.
Under combined AV + climate scenarios, this baseline shifts from −17.4% (best case) to +1.7% (worst case),
providing a quantitative measure of future severity likelihood.

5.1.2 Uncertainty Quantification
• Model stability: 5-fold CV yields F1 std of 0.002; test-to-holdout gap is near zero (AUC 0.818 vs. 0.817),

confirming stable generalization.
• Tier 2 projection uncertainty: AV risk ratios derive from a single study [5] without condition-specific

confidence intervals. Climate multipliers use IPCC scenario ranges representing plausible pathways. The
Dallas sensitivity analysis (Section 5.6.1) quantifies how results vary across 9 combinations of AV effectiveness
and climate intensity.

• Data coverage: The US Accidents dataset relies on state-level reporting, which may undercount rural crashes;
NOAA storm events may miss localized weather below reporting thresholds.

5.1.3 Distribution of Risks
Crash severity risk is not uniformly distributed across geography, time, or population:

• Geographic concentration: 28 DBSCAN hotspot clusters concentrate along major interstate corridors (I-35
in Dallas, I-70 in Kansas City/St. Louis, I-25 in Denver), with the Midwest zone exhibiting the highest severity
rate (35.2%).

• Temporal concentration: Summer months show the highest severity rate (26.1%), while off-peak and night-
time crashes tend to be more severe per incident than rush-hour crashes.

• Severity class distribution: 22.5% of crashes are severe (Severity 3–4), yet these account for approximately
90% of total crash costs ($306B), meaning the cost burden is concentrated in the minority of incidents. Figure 16
visualizes this Pareto-like concentration.
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Figure 16: Crash cost concentration curve (Lorenz-type). The extreme deviation from the uniform distribution line demon-
strates that 22.5% of incidents (severe crashes) account for 90% of total crash costs ($306B of $340B). This concentration
means that mitigation strategies targeting severe crash reduction yield disproportionately large economic returns. Source: Model
severity distribution [6] and NHTSA cost allocation [1, 26].

5.2 Climate-Driven Collision Risk Estimation

Figure 17: Crash severity distribution by climate zone. The Midwest zone shows the highest severity rate (35.2%), followed
by hot-humid zones. Hot-dry regions show the lowest severity rate, though they face the largest projected increase in extreme
heat days under warming scenarios. Source: US Accidents dataset [6].

Regional Climate Vulnerability: Based on Phase 2 vulnerability scoring, the most climate-vulnerable regions for
traffic safety are:

• Hot-Humid (FL, LA, TX, GA): Dual threat from increasing heat days and intensifying precipitation.
• Hot-Dry (AZ, NV, NM): Extreme heat vulnerability with flash flood risk during rare rain events.
• Cold-Snow (MN, WI, MI): Ice/snow severity combined with infrastructure not designed for warming win-

ters.
• Northeast (NY, PA, NJ): Coastal flooding and increasing heavy precipitation events.
Top 5 Most Climate-Vulnerable States:

Table 12: Top 5 most climate-vulnerable states.

Rank State Severe Rate Vulnerability Score
1 Wisconsin 42.9% 0.635
2 Montana 1.7% 0.552
3 Missouri 39.8% 0.549
4 Iowa 35.9% 0.549
5 Kentucky 41.3% 0.549
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5.3 AV Adoption Risk Projections
The aggregate AV risk reduction (Section 4.7) masks significant variation by operating condition:

[See Table E-5 in Appendix E]
Hotspot Reclassification Under 25% AV Scenario:
Among the critical severity hotspots identified in our EDA (Section 3.5):
• Likely to improve: Straight-road corridors in CA (I-5, I-101) and AZ (I-10, I-17) where clear-weather, straight

driving dominates.
• Likely to persist: Urban intersection hotspots in Dallas (31.5% severe rate) and Houston where turning

maneuvers are common.
• Potential to worsen: Dawn/dusk hotspots, particularly along east-west corridors where sun glare combines

with AV sensor limitations.
Cold-Climate Deployment Gap: Our Tier 2 projections are calibrated to warm-climate states (CA, TX,

AZ), but the cold-snow zone has the 3rd highest baseline severity at 0.416. States like Wisconsin (#1 vulnerability,
42.9% severe rate) and Minnesota face ice, snow-obscured lane markings, and LiDAR degradation in heavy snowfall
– conditions where AV risk ratios from Wen et al. [5] may understate actual risk. Until cold-climate AV performance
data becomes available, projected risk reductions for cold-snow states should be discounted by 30–50% relative to
warm-climate estimates, and AV testing programs should be expanded to these regions (see Section 6.3).

5.4 Combined Scenario Risk Matrix
The offset ratio measures how many times over the AV effect exceeds the climate effect at the location level:

Table 13: Combined scenario risk matrix.

Scenario Net Effect Avg Offset Ratio Net Improved Net Worsened
A (5% AV, Baseline) −1.7% N/A (no climate) 22,255 0
B (25% AV, +1.5°C) −4.5% 2.01 23,444 1,608
C (50% AV, +1.5°C) −13.4% 4.03 31,332 671
D (25% AV, +3.0°C) +1.7% 0.85 0 10,685
E (50% AV, +3.0°C) −7.8% 1.70 23,444 9,496

Scenario B’s ratio of 2.01 means AVs provide roughly twice the benefit needed to offset moderate climate impact.
Scenario D’s ratio of 0.85 confirms that 25% AV adoption falls short of offsetting +3.0°C warming – the only scenario
where climate overwhelms AV benefit. Even in Scenario D, 98% of individual locations show the AV effect partially
offsetting the climate effect; the net +1.7% increase is driven by the magnitude of climate impact at the remaining
2% of locations.

5.5 Risk Mitigation Strategy Analysis
Our model outputs provide a quantitative basis for evaluating strategies across all three actuarial risk mitigation
categories: insurance, behavior changes, and modifying outcomes. We apply model-derived decision rules to deter-
mine where each intervention yields the greatest reduction in expected losses, then compare all strategies against a
common baseline.

Model-Derived Decision Rules: Our SHAP analysis and scenario projections produce quantitative thresholds
that determine which mitigation strategy applies at each location:

Table 14: Mitigation strategy decision rules derived from model outputs.

Model Condition Recommended
Strategy

Rationale

SHAP climate contribution
>24% AND climate zone =
hot-humid or cold-snow

Climate-resilient
infrastructure +
zone-specific
premiums

High climate-driven severity; infrastructure modifies out-
comes while insurance prices residual risk

AV risk ratio < 0.70 AND
corridor type = straight-road

AV-optimized corridor
investment

50% crash reduction on straight roads; fastest payback (1–
2 yr)

AV risk ratio > 1.0
(dawn/dusk or turning)

Enhanced oversight +
behavioral campaigns

AV deployment worsens risk; human oversight required

Severity rate > 30% AND
DBSCAN = CRITICAL

Combined AV +
climate infrastructure

Highest-risk corridors need layered mitigation (Dallas
model)

Moderate risk, no dominant
factor

Seasonal awareness
campaigns

Low-cost, broad-reach behavioral intervention
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Counterfactual Strategy Comparison: To quantify the value of each mitigation category, we compute coun-
terfactual expected losses under Scenario B (25% AV fleet, +1.5°C warming) – the most likely mid-term scenario –
comparing each strategy against the status quo baseline of $306B in annual severe crash costs:

Table 15: Counterfactual comparison of mitigation strategies under Scenario B (25% AV, +1.5°C).

Strategy Risk Change Annual Savings Est. Cost BCR
No action (status quo) +4.4% −$13.5B (loss) $0 –
Insurance reform only +4.4%* $2–4B (repriced) Regulatory –
Behavior campaigns only −0.7% $2.1B $50–100M 21–42×
AV infrastructure only −4.5% $13.8B $15–25B 0.6–0.9×/yr
Climate infrastructure only +0.9% $3–8B (avoided) $20–30B 0.1–0.4×/yr
Combined (recommended) −4.5% $18–23B $35–55B 0.3–0.7×/yr

*Insurance transfers risk but does not reduce crash frequency or severity; the +4.4% climate-driven increase still occurs. BCR = annual
benefit / annual cost (amortized over investment horizon). Combined BCR reflects 2–3 year payback period.

Insurance (Risk Transfer): Climate zone’s rank as the #2 SHAP predictor (0.190) provides actuarial justifica-
tion for zone-specific premium differentiation. Under moderate warming, hot-humid zones face +4.4% risk increase,
translating to $3.2B in additional annual losses. We evaluated three approaches: (a) blanket AV discounts (36%
reduction), (b) condition-specific tiered pricing (highway vs. urban, day vs. dawn/dusk), and (c) weather-indexed
dynamic premiums. Blanket discounts misprice risk by ignoring the 5.25× dawn/dusk elevation; we recommend
(b)+(c). Properly calibrated pricing could capture $2–4B in mispriced risk annually. However, insurance alone
transfers risk – it does not reduce the $340B baseline cost.

Behavior Changes (Frequency Reduction): The 75% crash increase during precipitation [3] and wind speed’s
rank as the #6 SHAP predictor are directly addressable. We recommend a phased approach: awareness campaigns
in Year 1 ($50–100M), followed by automated speed enforcement in Years 2–3. Even a 5% behavior-driven reduction
yields $17B in annual savings, making this the highest BCR strategy at 21–42×.

Modifying Outcomes (AV + Infrastructure): This category offers the largest absolute impact. We eval-
uated three infrastructure strategies and recommend targeted corridor investment in DBSCAN-identified hotspots
(option c), which concentrates capital where the model identifies highest ROI. The 4.5% net risk reduction under
Scenario B translates to $13.8B in annual savings. AV corridor infrastructure ($15–25B) is recoverable in 1–2 years
(Table 19), while climate-resilient upgrades ($20–30B) address the +11.2% risk increase under high warming with a
3–8 year payback. The Dallas case study demonstrates this at corridor level: $450–750M investment yields $918M
in annual savings.

Strategy Comparison and Prioritization: Table 15 enables direct comparison across strategies. We prioritize
AV corridor infrastructure first for three reasons: (1) it produces the largest absolute savings ($13.8B/year vs.
$2.1B for behavior campaigns), (2) it has the fastest payback among capital investments (1–2 years vs. 3–8 years
for climate upgrades, per Table 19), and (3) it directly addresses the dominant risk factor by modifying outcomes
rather than just transferring or pricing risk. Behavior campaigns rank second because their BCR (21–42×) is
the highest of any strategy and they require minimal capital, making them ideal for immediate deployment while
infrastructure is planned. Climate-resilient upgrades rank third – their 3–8 year payback is longer, but they
are essential under high-warming scenarios where the +11.2% climate-driven increase (Scenario D) would otherwise
erode AV safety gains. Insurance reform is complementary throughout: it does not reduce crashes but ensures
accurate pricing of the residual risk each other strategy leaves behind. This layered prioritization – immediate
behavioral interventions, rapid AV infrastructure deployment, sustained climate adaptation, and continuous insurance
recalibration – maximizes total risk reduction while distributing investment across time horizons and responsible
agencies. Detailed implementation recommendations follow in Section 6.

5.6 Expected Value of Loss & Monetary Estimation
To translate crash risk changes into actuarial terms, we estimate monetary losses using NHTSA’s crash cost framework
and the U.S. Department of Transportation’s Value of a Statistical Life (VSL) [16, 27].

Baseline Cost Framework:
Table 16: Baseline annual crash cost framework.

Component Annual Cost (US) Source
Total motor vehicle crash costs $340 billion NHTSA [1, 26]
Fatal crash costs (VSL-based) ∼$280 billion DOT VSL = $12.5M [16, 27] × ∼42,000 fatalities
Severe injury costs ∼$35 billion NHTSA comprehensive cost estimates
Property damage only ∼$25 billion NHTSA

Our model focuses on severe crashes (severity ≥ 3), which account for 22.5% of incidents but a disproportionate
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share of costs – approximately 90% of total crash costs ($306B) based on NHTSA’s allocation framework where fatal
and serious-injury crashes dominate economic losses.

Projected Cost Changes Under Combined Scenarios:
Applying the net risk changes from Section 5.4 to the severe crash cost baseline:

Table 17: Projected cost changes under combined scenarios.

Scenario Net Risk Change Annual Cost Impact 95% Range Cumulative (10 yr)
A: Near-term −1.7% −$5.2B/yr −$3.4 to −$7.0B $52B
B: Mid-term likely −4.5% −$13.8B/yr −$9.2 to −$18.4B $138B
C: Mid-term optimistic −13.4% −$41.0B/yr −$27.3 to −$54.7B $410B
D: Mid-term pessimistic +1.7% +$5.2B/yr −$2.1 to +$12.5B −$52B
E: Long-term stress −7.8% −$23.9B/yr −$15.9 to −$31.9B $239B

95% ranges derived from the Dallas 3 × 3 sensitivity matrix (Table 22), scaling low/high AV effectiveness bounds to national
projections. Ranges capture uncertainty in both AV risk ratios and climate multiplier magnitudes.

Insurance Premium Implications:
Table 18: Insurance premium implications by climate zone.

Climate Zone Avg Premium +1.5°C +3.0°C AV Offset (L4)
Hot-Humid (FL, TX, LA) $2,150 +$65 (+3.0%) +$172 (+8.0%) −15% to −25%
Hot-Dry (AZ, NV, NM) $1,890 +$38 (+2.0%) +$113 (+6.0%) −15% to −25%
Cold-Snow (MN, WI, MI) $1,750 +$35 (+2.0%) +$88 (+5.0%) −15% to −25%
Midwest (OH, IL, IN) $1,680 +$42 (+2.5%) +$118 (+7.0%) −15% to −25%
Northeast (NY, PA, NJ) $1,920 +$48 (+2.5%) +$134 (+7.0%) −15% to −25%
Temperate (CA, OR, WA) $1,850 +$19 (+1.0%) +$56 (+3.0%) −20% to −30%

AV premium offsets range from −5% to −10% (Level 2+ highway assist) to −20% to −30% (Level 4 with weather
adaptation), excluding dawn/dusk and fog conditions where AV risk is elevated.

Cost-Benefit Analysis:
Table 19: Cost-benefit analysis of infrastructure investments.

Investment Est. Cost Est. Annual Benefit Payback
AV infrastructure (V2X, lane markings) for 25% fleet $15–25B $15.3B (Scenario B

savings)
1–2 yr

Climate-resilient road upgrades (drainage, heat-resistant
surfaces)

$20–30B $3–8B (avoided
climate damage)

3–8 yr

Combined AV + climate adaptation $35–55B $18–23B 2–3 yr

The cost-benefit analysis strongly favors AV infrastructure investment due to its rapid payback, while climate
adaptation investments have longer payback periods but are necessary to maintain the AV safety dividend under
warming scenarios.
5.6.1 Case Study: Dallas-Fort Worth Corridor
To ground the national projections in a specific, actionable context, we conducted a detailed cost-benefit analysis for
the Dallas-Fort Worth corridor – identified as Cluster 4 in our DBSCAN hotspot analysis (Section 3.5) and classified
as CRITICAL risk.

Corridor Profile:
Table 20: Dallas-Fort Worth corridor profile.

Metric Value
Location Dallas, TX (32.78°N, 96.60°W)
Total crashes in cluster 3,129
Severe crash rate 31.5% (vs. 22.5% national average)
Risk classification CRITICAL
Corridor characteristics Major interstate convergence (I-35E, I-30, I-635); high commercial traffic volume

Dallas accounts for ∼3% of national crash volume, generating approximately $10.2B in annual crash-related costs
(NHTSA cost framework applied to corridor volume).

AV Deployment Projections for Dallas:
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Table 21: AV deployment projections for Dallas corridor.

AV Fleet Level Combined Risk Factor Projected Annual Cost Annual Savings Est. Crashes Avoided
5% 0.982 $10.0B $0.18B 56
25% 0.910 $9.3B $0.92B 282
50% 0.820 $8.4B $1.84B 563

Sensitivity Analysis (25% AV Fleet):
To quantify projection uncertainty, we constructed a 3×3 sensitivity matrix crossing three levels of AV effectiveness

against three climate warming scenarios. This analysis explicitly addresses the interaction between the two primary
sources of projection uncertainty:

Table 22: Dallas sensitivity analysis: 3 × 3 matrix of AV effectiveness vs. climate warming.

Baseline (+0.0°C) Moderate (+1.5°C) High (+3.0°C)
Low AV (RR= 0.75) −6.2% (−$638M) −2.1% (−$217M) +4.2% (+$433M)
Base AV (RR= 0.64) −9.0% (−$918M) −5.0% (−$510M) +1.2% (+$122M)
High AV (RR= 0.50) −12.5% (−$1,275M) −8.7% (−$882M) −2.7% (−$275M)

Green cells = net savings; red cells = net cost. Color intensity reflects magnitude.

Investment ROI:
For the base case (25% AV fleet, RR=0.64, baseline climate), a $450–750M AV infrastructure investment in the

Dallas corridor yields:
• Annual savings: $918M
• Payback period: 0.5–0.8 years
• 10-year cumulative benefit: $9.2B
Even in the worst favorable scenario (low AV effectiveness with moderate warming), the $217M annual savings

still produces a 2.1–3.5 year payback – well within typical infrastructure investment horizons.

6 Recommendations
The risk analysis in Section 5 demonstrated that AV deployment can offset climate-driven crash increases in most
scenarios, but only with coordinated action across insurance, infrastructure, and policy domains. The following
recommendations translate our model’s quantitative findings into actionable strategies, organized around three ac-
tuarial risk mitigation categories: insurance (Section 6.1), modifying outcomes through infrastructure and policy
(Sections 6.2–6.3), and behavior changes (Section 6.4). Each recommendation is grounded in specific model outputs
and includes estimated costs and benefits.

6.1 Insurance
Who is affected: The $316B auto insurance market serves over 230 million licensed US drivers [34]. Mispriced
premiums disproportionately burden drivers in climate-vulnerable regions – particularly the 15 million households in
hot-humid zones (FL, LA, TX, GA) facing the highest combined risk increases (+3% to +8%) – while underpricing
risk for AV owners in dawn/dusk-heavy commute corridors.

Dynamic Premium Frameworks: Insurance carriers should develop dual-factor premium adjustment models
that account for both AV adoption levels and climate zone vulnerability. The NAIC Model Bulletin on Autonomous
Vehicles [32] provides a regulatory framework for state Departments of Insurance to approve AV-specific rating
factors. Our analysis shows that:

• Regions in hot-humid climate zones face the highest combined risk from climate intensification, warranting
premium surcharges of +3.0% to +8.0% depending on warming trajectory (see Section 5.6 premium tables).

• AV adoption can reduce premiums by up to 36% in clear-weather, straight-road driving conditions, but carriers
should implement condition-specific tiers rather than blanket discounts.

• However, premiums should not be uniformly reduced for AV vehicles, as dawn/dusk and turning scenarios show
elevated risk (5.25× and 1.98× respectively).

Weather-Indexed Products: Given that climate features contribute 24.1% of collision severity prediction,
insurers should consider weather-indexed insurance products that dynamically adjust coverage and premiums based
on seasonal and real-time weather forecasts. Swiss Re Institute research on climate-linked loss trends [33] supports
the actuarial basis for such products.

Spatial Risk Zone Delineation: The GAT hybrid model’s 1,044-cell geographic grid with learned severity
embeddings (Section 4.4.1) provides a data-driven alternative to state/ZIP-based risk zones, capturing neighborhood-
level patterns that traditional definitions miss [34].

Actionable Steps:
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1. Develop climate-zone-specific actuarial tables that reflect regional weather vulnerability, starting with the 6
zones defined in Section 3.4.

2. Create AV-specific premium tiers based on operating conditions (urban vs. highway, day vs. night), following
SAE J3016 automation levels [28].

3. Implement usage-based insurance that factors in real-time weather exposure.
4. Establish AV liability frameworks that distinguish between manufacturer and operator responsibility based on

operating conditions, coordinated through NAIC working groups [32].

6.2 Infrastructure Resilience (Modifying Outcomes)
Who is affected: Of the 40,000+ Americans killed annually in crashes, severe injuries concentrate disproportionately
along the 28 DBSCAN hotspot corridors identified in our analysis – with the Midwest (35.2% severity rate) and
Dallas-Fort Worth corridor (31.5% severity) bearing the heaviest burden. Infrastructure investment here directly
reduces fatalities and serious injuries for the communities, commercial drivers, and commuters who traverse these
corridors daily.

The Infrastructure Investment and Jobs Act (IIJA, Pub.L. 117-58) [35] allocated $110 billion for roads and
bridges, creating an immediate funding mechanism for climate-resilient and AV-ready infrastructure. Based on our
combined AV + climate analysis, priority investments should focus on:

1. AV-Optimized Corridors: Deploy AV-friendly infrastructure (clear lane markings, V2X communication
[36]) on straight-road, clear-weather corridors where AVs show maximum safety benefit (50% crash reduction).
The Dallas case study (Section 5.6.1) demonstrates a 0.5–0.8 year payback period for a $450–750M corridor
investment. Nationally: estimated cost $15–25B, payback 1–2 years. FHWA V2X deployment guidelines [36]
and SMART Grants [37] provide implementation frameworks.

2. Enhanced Drainage Systems: Invest in flood mitigation for hot-humid and northeast regions where heavy
precipitation shows the strongest crash risk multiplier (1.75×). Priority states: FL, TX, LA, NY, NJ. The
ASCE Infrastructure Report Card [38] rates US stormwater infrastructure at a D grade, underscoring the
urgency.

3. Heat-Resistant Road Surfaces: Prioritize in hot-dry regions (AZ, NV, NM) where extreme heat days are
projected to increase 40% under high warming [40]. Road surface degradation amplifies both human and AV
crash risk.

4. Real-Time Weather-Risk Signage: Deploy adaptive speed limit and warning systems at locations where
weather factors strongly predict severity (wind corridors, flood-prone areas) [23]. Integrate with AV navigation
systems for automated route adjustment.

6.3 Policy & Regulatory Frameworks (Modifying Outcomes)
Who is affected: State and federal regulators set the rules governing AV deployment timelines, safety standards,
and climate adaptation mandates. Their decisions directly affect the pace at which the 290 million vehicles on US
roads transition toward autonomy – and whether the 50% AV fleet threshold needed to offset worst-case climate
scenarios is reached in time.

1. AV Deployment Prioritization: NHTSA should use the existing FMVSS exemption process [31] to accel-
erate AV deployment in regions and conditions where they show maximum net safety benefit. State-level AV
testing programs in California [29] and Arizona [30] provide models for other states. Our data shows that
reaching the 50% AV fleet threshold is necessary to offset worst-case climate scenarios, while enhanced human
oversight should be required during dawn/dusk transitions and turning-heavy intersections.

2. Climate-Crash Risk Integration: Mandate that state transportation departments integrate climate projec-
tion data from NCA5 [40] into infrastructure maintenance schedules and capital planning. Our vulnerability
scores for all 49 states provide a ready-made prioritization framework.

3. AV Safety Performance Standards: NHTSA should establish minimum AV performance benchmarks for
adverse weather conditions, particularly addressing the 5.25× dawn/dusk risk gap and 1.20× fog disadvantage
identified in our analysis [5].

4. Cold-Climate AV Testing Expansion: Current AV risk ratios derive primarily from warm-climate oper-
ations in CA, TX, and AZ. Our model identifies cold-snow states (WI, MN, MI) as having the 3rd highest
baseline severity (0.416) and the highest climate vulnerability scores. NHTSA should require AV manufacturers
to conduct and publish cold-climate testing data – including performance under ice, snow-obscured markings,
and heavy snowfall – before certifying L4+ vehicles for deployment in these regions.
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6.4 Driver Behavior Modification (Behavior Changes)
Who is affected: All 230 million US drivers are potential beneficiaries, but campaigns should prioritize the pop-
ulations most exposed to climate-amplified risk: summer drivers nationwide (26.1% national summer severity rate)
and especially in the Midwest (35.2% overall severity rate), commuters on wind-exposed corridors where high wind
speeds elevate severity risk, and drivers in precipitation-heavy regions where crashes increase 75%.

1. Seasonal Weather Preparedness Campaigns: NHTSA and state DOTs should launch targeted campaigns
before high-risk seasons, such as summer, with a severity rate of 26.1%, focusing on speed reduction, increased
following distances, and trip avoidance during extreme weather.

2. Extreme Weather Speed Management: Deploy adaptive speed limits that activate automatically during
extreme weather events, particularly in the Midwest and hot-humid zones where our model shows the highest
climate-crash sensitivity. Automated speed enforcement during weather events could address the 75% crash
increase during precipitation [3, 41].

3. Wind Hazard Awareness: Wind speed ranks #6 in SHAP feature importance (mean |SHAP| = 0.131),
confirming its role as a severity predictor. State DOTs should implement wind-triggered advisory systems on
exposed corridors (bridges, mountain passes, plains highways), with mandatory speed reductions for high-profile
vehicles.

4. Mixed-Autonomy Transition Education: As AV fleet penetration increases from 5% to 50%, human
drivers will increasingly share roads with AVs. Public education on AV behavior patterns – including their
conservative braking and lane positioning – can reduce rear-end and lane-change conflicts during the transition
period.

6.5 Recommended Action Timeline
Table 23: Recommended action timeline with costs and benefits.

Recommendation Agency Timeline Estimated Cost Projected Annual Benefit
Climate-zone
actuarial tables

NAIC / State
DOIs

1–2 yr Regulatory cost only Improved loss ratio accuracy
(5–15%)

AV corridor
infrastructure (pilot)

FHWA /
State DOTs

2–3 yr $450–750M per corridor [35] $0.9B per corridor (Dallas
example)

FMVSS AV weather
standards

NHTSA 2–4 yr Regulatory cost only Reduce AV dawn/dusk risk
gap

Seasonal
preparedness
campaigns

NHTSA /
State DOTs

1 yr $50–100M nationally $1–3B in avoided severe
crashes

Adaptive speed
limits (extreme
weather)

State DOTs 2–3 yr $200–500M nationally $2–5B in avoided weather
crashes

National V2X
deployment

FHWA / V2X
Coalition

3–5 yr $15–25B nationally [36] $15.3B annually (Scenario B)

7 Conclusion
Using a two-tier framework – Tier 1 ML models on 500,000 US collision records, Tier 2 scenario projections – we
find that the answer is yes, autonomous vehicles can offset the climate-driven increase in traffic collision risk. Our
XGBoost model (ROC-AUC 0.818) and GAT hybrid (ROC-AUC 0.851) confirm that climate features drive 24.1%
of crash severity prediction, while spatial structure accounts for 44.7% of the hybrid model’s importance.

Finding 1: AVs reduce overall crash risk by 36%, but with critical gaps at dawn/dusk (5.25× risk) and turning
(1.98× risk).

Finding 2: Climate change will increase crash risk by 4.4–11.2% depending on the warming pathway, with the
Midwest facing the largest absolute increase.

Finding 3: In 4 of 5 scenarios, AV deployment produces net risk reduction. Among the four scenarios involving
climate warming, AVs fully offset the increase in three; only under high warming (+3.0°C) with modest AV adoption
(25%) does climate impact overwhelm AV benefit, producing a net +1.7% risk increase. The 50% fleet threshold is
necessary to ensure safety improvement under worst-case warming.

Under the most likely mid-term scenario, severe crash probability decreases by 4.5%, preventing approximately
1,900 severe crashes and saving $13.8 billion annually across AV deployment regions. AV infrastructure investments
($15–25B) show a 1–2 year payback period. The fundamental takeaway is that AV deployment and climate adaptation
must be treated as complementary strategies: climate change increases the baseline risk that AVs must overcome,
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and at 98% of crash locations, AVs provide at least partial offset – but only integrated planning ensures robust safety
improvement across all plausible futures.

Looking ahead, the trajectory is clear. As AV technology matures beyond Level 4 to full Level 5 autonomy, and
as fleet penetration potentially approaches 50% under aggressive adoption scenarios in the 2035–2040 timeframe, the
safety dividend will grow – but so will the climate challenge. IPCC scenarios project that warming beyond +3.0°C
could introduce non-linear climate tipping points (ice sheet instability, permafrost thaw) that further amplify extreme
weather frequency.

Our model’s Scenario D threshold – where climate overwhelms AV benefit – is a warning: the window for
integrated action is now. Every year of delayed AV deployment and climate adaptation represents $14 billion in
preventable losses and hundreds of preventable deaths. We urge insurers, transportation agencies, and policymakers
to act on these findings – not as separate initiatives, but as a coordinated national strategy to protect the 40,000
lives and $340 billion at stake on America’s roads each year.
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10 Appendix
A Appendix A: Feature Engineering Summary
Tier 1 Features (54 total):

Table 24: Tier 1 feature categories.

Category Count Features Included
Temporal 8 hour, day_of_week, month, is_weekend, is_rush_hour, is_summer_month,

is_winter_month, duration_minutes
Climate / Weather 26 Temperature, Humidity, Visibility, Wind_Speed, Precipitation, plus categorical

flags, binary indicators, composite scores, and storm event features
Spatial 1 is_av_region
Road / Infrastructure 16 Traffic_Signal, Crossing, Junction, Stop, Railway, Station, Roundabout,

Bump, Give_Way, No_Exit, Amenity, Traffic_Calming, Turning_Loop,
poi_proximity_score, road_complexity, is_intersection

Interaction 3 rush_hour × weather_severity, weekend × weather_severity, summer × ex-
treme_heat

GAT Hybrid Augmented Features (86 total): The 54 Tier 1 features above plus 32 GAT-learned spatial
embedding dimensions (gat_embed_0 through gat_embed_31), derived from the 3-layer Graph Attention Network
on a 1,044-cell geographic grid (see Section 4.4.1).

B Appendix B: GitHub Repository
All source code, data processing pipelines, and model training scripts are available at: https://github.com/epicv
stuff/mtfcchallenge/tree/main

C Appendix C: Density-Based Spatial Clustering of Applications with Noise
Theory of Algorithm and its Usage
The DBSCAN algorithm begins with two primary parameters: the neighborhood-defining distance, ε, and the
minimum number of points to define a cluster, N . Following the initialization of these parameters, DBSCAN selects
an unselected point P (which, initially, is any point). If the ε-neighborhood of the point, Nε(P ), contains sufficient
data points (|Nε(P )| ≥ N), the entire Nε(P ) is added to a cluster. Every point P ′ in the cluster is then checked
similarly, with its own Nε(P ′) being added if |Nε(P ′)| ≥ N . This step iterates until there are no points in a given
cluster that satisfy the criterion; the cluster is now fully defined, and new ones are free to be created with the selection
of a new starting point Pnew.

In our work, we used DBSCAN to identify hotspots of various events, including car crashes, by feeding in large
sets of data points.
Example of the DBSCAN
This can be demonstrated with the example below, where each shaded circle represents a point, and the red circle is
the starting point P . Without units, take the distance ε to be the radius of the circle centered at P , and let N = 4
(Figure D-1).

Figure D-1 Figure D-2

Clearly, |Nε(P )| ≥ 4 (remember, P itself is included in calculations, so |Nε(P )| = 5), meaning all points within
the circle are added to the cluster. Four new circles have now been drawn for the four non-red, additional points
within the cluster; from top to bottom, these points are P1, P2, P3, P4 (Figure D-2). All of them except the first
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have enough points in their neighborhoods, and the green point is the only new one added, which now remains to
be analyzed.

Figure D-3 Figure D-4

No new points are added to the cluster from this final point in the now-red cluster (there are only three points
in the ε-space), meaning the red cluster has been fully defined (Figure D-3). The program now randomly moves to
another point outside of the cluster, this time colored dark blue, thus beginning a new, dark blue cluster.

Call this point P ′; of course, |Nε(P ′)| = 5 ≥ 4, so all those points are also added to the cluster, and similar circles
are constructed around each of them (Figure D-4).

Figure D-5 Figure D-6

The two points colored green are now also added to the cluster (Figure D-5), and a new neighborhood is con-
structed about each of the two formerly green points (Figure D-6).

The bottom-left circle adds no new points to the cluster, whereas the top-right circle adds two more, so we attach
a new circle accordingly (Figure D-7).

Figure D-7 Figure D-8

Neither of these new points meets the N minimum, and thus no new points are added. Continuing the process
will eventually reveal that each of the four non-clustered points will be independent (part of no cluster), resulting in
a Figure D-8, where each unique color represents a unique cluster.

Thus, there are a total of six clusters, with two large clusters and four individual points.
DBSCAN Time Complexity
Under efficient preconditions, the time complexity of the DBSCAN algorithm is O(n log n), though the worst-case
time complexity remains at O(n2). One significant disadvantage of DBSCAN is that it is not entirely determin-
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istic; particular arrangements of the data points may yield different clusters, which is purely a matter of chance.
Consequently, results are not identical to the fullest extent, though they do still remain largely consistent.

D Appendix D: Logistic Regression
Logistic regression predicts binary outputs from a variety of either binary/discrete or continuous input variables; the
result is in the form of a linear combination of the inputs, and can be represented by the logistic/sigmoid function:

F (x) = 1
1 + e−x

= ex

1 + ex
(9)

Note that the range(F ) = (0, 1), where 0 corresponds to absolutely certainly false and 1 to absolutely certainly
true.

The above graph demonstrates the logistic function F (x) = (1 + e10−0.025x)−1 = 1
1+e10−0.025x , which, too, has

a range of (0, 1). Extreme values approach these values, and though they never mathematically do, they can be
considered to reach them for the purposes of logistic regression.

When outputs are limited to 0 and 1, we may consider:

hθ(X) = 1
1 + e−θT X

= Pr(Y = 1 | X; θ) (10)

where Pr(Y = 1 | X; θ) represents the probability of Y being 1 given a particular X.
Its complement can be written as Pr(Y = 0 | X; θ) = 1 − Pr(Y = 1 | X; θ).
As mentioned above, Y ∈ {0, 1}, so the equation can be generalized for y as follows:

Pr(y | X; θ) = [hθ(x)]y[1 − hθ(x)]1−y (11)

which works both when y = 1 and y = 0, as we would expect to see. Now, a likelihood function can be written
as shown:

L(θ | y; x) = Pr(Y | X; θ) =
n∏

i=1
Pr(yi | xi; θ) =

n∏
i=1

[hθ(xi)]yi(1 − hθ(xi))1−yi (12)

where n is the theoretical final index. This is a complex repeated product. The log of the likelihood, which
simplifies to a summation rather than a repeated product, is then maximized using multivariable optimization
techniques.

The primary benefits of logistic regression are the relative simplicity, particularly in interpretation; 0 and 1 can
correspond to easily differentiable pairs like “no crash” and “crash” or “mild” and “severe,” which are significant
for the purposes of car collisions. Furthermore, it can easily be adjusted to include various input variables, such
as seasonal information, which can help facilitate better risk level predictions for a wide variety of traffic scenarios
spanning a broad set of input conditions.

E Appendix E: Supplementary Figures and Tables
The following tables provide supplementary detail referenced in the main report.

Table E-1: Seasonal Crash Statistics
Table 25: Table E-1: Seasonal crash statistics.

Season Crashes Severe Rate Average Temperature (°F)
Summer 22,357 26.1% 79
Spring 21,665 24.3% 62
Fall 27,688 21.2% 64
Winter 28,290 19.5% 46

Table E-2: GAT Geographic Grid Properties
Table 26: Table E-2: GAT geographic grid properties.

Grid Property Value
Total cells 1,044
Crashes represented 492,181
Coverage 25.1°N–48.8°N, 124.4°W–70.0°W
Features per cell 42 (aggregated from crash-level data)
AV region cells (CA, TX, AZ) 196 (18.8%)

Table E-3: GAT Hybrid Feature Importance by Category
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Table 27: Table E-3: GAT hybrid feature importance by category.

Feature Category Features Total Importance
GAT spatial embeddings 32 44.7%
Infrastructure ∼16 ∼35%
Climate/Weather ∼10 ∼10%
Temporal ∼5 ∼7%
Other ∼3 ∼3%

Table E-4: Climate Zone Vulnerability Projections (Full Detail)
Table 28: Table E-4: Climate zone vulnerability projections.

Climate Zone Baseline Risk +1.5°C Projected +3.0°C Projected Absolute Increase (High)
Midwest 0.561 0.586 (+4.4%) 0.624 (+11.2%) +0.063 (highest)
Northeast 0.454 0.474 (+4.4%) 0.504 (+11.2%) +0.051
Cold-Snow 0.416 0.435 (+4.4%) 0.463 (+11.2%) +0.047
Hot-Humid 0.399 0.417 (+4.4%) 0.444 (+11.2%) +0.045
Temperate 0.365 0.381 (+4.4%) 0.406 (+11.2%) +0.041
Hot-Dry 0.328 0.343 (+4.4%) 0.365 (+11.2%) +0.037

Table E-5: AV Risk by Operating Condition
Table 29: Table E-5: AV risk by operating condition.

Condition AV Risk Ratio Share of AV-Region Crashes Net Effect
Clear weather, straight road 0.50–0.60 ∼80% Strong improvement
Rain 0.85 ∼7% Modest improvement
Dawn/dusk transitions 5.25 ∼8% Significant worsening
Fog/low visibility 1.20 ∼1% Slight worsening
Turning maneuvers 1.98 ∼4% Moderate worsening
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