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1 Executive Summary 
 
Foodborne illness outbreaks can cost lives and can cause substantial political and 

economic damage. Finding the sources of contamination behind any food poisoning is very 
difficult because of the complexity the global food traffic network poses. Because of the huge 
amount of import and export of food by any country, not only food crosses local and state lines, 
it crosses international borders regularly. According to an estimate published by the World 
Health Organization (WHO), in the world 1 in 10 people suffers from foodborne illness, and 
because of that 420,000 people die every year [21].  The total loss is estimated to be 33 million 
life-years or disability-adjusted life years (DALYs) [16]. Originally, and still today, surveillance 
was disease-specific and frequently based on the identification of the responsible pathogen in the 
laboratory or on clinical case definitions, usually with subsequent laboratory confirmation of at 
least some of the cases. In this traditional schema, most surveillance systems are passive, 
requiring someone to notice a possible disease of interest and to act appropriately by reporting to 
appropriate authorities and by providing access to the patients and suitable specimens. 
Surveillance is labor-intensive and relatively expensive, but often only limited resources are 
available. Active surveillance systems, in which interested agencies make intensive outreach 
efforts, are particularly resource and labor-intensive and therefore less common [1]. It costs the 
US economy $77.7 billion for foodborne illness alone and as many as 48 million Americans 
suffer from this annually [2].  

As > 90% of citizens in the United States have access to the internet and this number is 
only growing, we aim to create a model to predict an outbreak of foodborne illness by analyzing 
trends of Google search and social media interactions of a population in a particular area in the 
United States. We hypothesize that when people start showing symptoms of foodborne illness, 
they search for those symptoms and common foodborne disease names on the internet and start 
mentioning it on social media. We analyze outbreak data from the CDC and search results of 
common symptoms and diseases from Google trends and Twitter between the years 2013 and 
2018. The data was analyzed based on states. A Generalized Additive Model (GAM) and an 
Artificial Neural Network (ANN) model were created and tested to predict outbreaks. The ANN 
model could predict an outbreak of 97% when tested with 1800 outbreaks and non-outbreaks. 
The model can predict 4 days before an outbreak begins. The additive model is tested with the 
same disjoint set of data and an r^2 score of 94% is achieved.  

The research recommends using this model in the first step of the 7 steps of foodborne 
disease outbreak detection as defined by CDC [3]. The model is able to alert the public health 
agencies about a possible outbreak in an area prompting them to start active surveillance. Active 
surveillance includes active contact tracing and root-cause investigation by an army of health 
care staff. Active surveillance is expensive, but if used in the most probable cause of an outbreak, 
will end up saving almost 27% to the economy for these foodborne illness outbreaks. Every day 
matters at the beginning of the outbreak to contain it. The peak usually wanes off 7 days after the 
intervention. This model helps in activating the active surveillance by issuing alerts and help to 
find the root cause and possible intervention early and thus saving lives and significant costs. 
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The introduction of this model into the public policy as the 1st step of outbreak detection will 
reduce the burden on the economy by $20.84 billion annually. 
 

 
2 Background Information 	
According to the data from CDC, each year almost 48 million people in the US get sick from 
foodborne illness, out of which 128,000 get hospitalized and on an average 3000 people die from 
foodborne illness-related complications [19].  Detecting an epidemic at an early stage gives the 
public health departments a much-needed preparation to take necessary measures to control the 
epidemic. Early detection of the epidemic will result in early intervention and that will lead to 
the prevention of possible disasters and hospital overruns in a city. Traditionally epidemiological 
data such as medical and health log files from hospitals, clinics, or doctors, are used to predict an 
epidemic. Over 90% of the United States has access to the internet and this number is only 
growing [17]. It has been shown by several studies [13,14,15] that internet data can be used for 
surveillance of events. If an epidemic is detected at an early stage, public health officials will be 
able to intervene to reduce the spread of the disease, resulting in huge savings of both cost and 
lives. We quantify this using Quality-Adjusted Life Years, QALYs, which is a measure of 
savings that an intervention can have on the population.  

The objective of public health surveillance systems for foodborne illnesses is to identify the 
causes of foodborne disease so that prevention and control programs can be introduced and, if 
necessary, strengthened [6]. The overall quality or validity of a public health surveillance system 
depends on the quality of the data in terms of the following 3 factors: completeness, timeliness, 
and consistency. To estimate the effect of an illness on a person’s overall health, specific 
information about incidence is required, along with the development of a method for estimating 
the completeness of reporting. Foodborne illness keeps occurring almost every day. It becomes 
an outbreak in an area if there is a surge in the number of people contracting the illness. It’s 
important to detect the outbreak timely so that quick intervention can be done to curtail the 
outbreak to a minimum. 

This research uses Google Trends and data from Twitter to model an algorithm to predict the 
onset of an outbreak at an early stage. The research also delivers a model to calculate the amount 
of saving an early intervention will have on a population by showing an example.  

 
 
3 Model Development and Results 
In this section, the development of the model and the results of the model are discussed. The 
statistical data is a major driver of the model and discussed in detail in this section including the 
source of the data and preprocessing the data before using it for the model. 



Team	#7726	
	

3	
	

3.1 Data Methodology 
We develop an algorithm that predicts the number of cases of food-borne illness in a particular 
state using the internet, i.e. Google and Twitter, search data, and population dynamics data. In 
this research, we use the 5 food-borne symptoms which are common yet pertain mostly to food-
borne illness using data obtained from the CDC [7]. Distinctness is accounted for because many 
of the most common symptoms of food-borne illnesses (ex. fever) are also common symptoms of 
non-food-borne illnesses. In this research, we use the following 5 symptoms: nausea, vomiting, 
stomach cramps, stomach flu, and diarrhea. We also incorporate the 5 most common food-borne 
illnesses (as per the CDC [7]) as search terms in our model. Currently, these are Norovirus, 
Salmonella, Clostridium perfringens, Campylobacter, and Staphylococcus aureus.  

The Google search data is obtained from Google Trends [8] and Twitter data is obtained from the 
Twitter Streaming API [9]. Following is a snapshot of Google Trends data used for this study. 

 

Figure 1: The figure shows the relationship of the 5 symptoms from years 2013-2018. 

 

 
Figure 2: The figure shows the relationship of the 5 foodborne illnesses from the years 2013-2018. 

 

While there might exist small amounts of error in the dataset, as is the case with most large-scale 
behavioral data, the CDC has taken great care to ensure that the data is as accurate and reliable as 
possible. The outbreak data were obtained from CDC’s National Outbreak Reporting System 
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(NORS) [10]. As we have Google Trends and Twitter data from 2013 to 2018, only those years 
are taken into consideration. 

3.1.1 Data Preprocessing 

Both Google and Twitter data are normalized between the range of 0 to 100. We account for 
missing data via a process known as imputation, which is a statistical procedure to replace missing 
data [11]. In this research, we use multiple imputations, a technique where the missing value is 
computed by running least-square regression on the missing datapoint a fixed amount of times and 
averaging the results. Mathematically, this is represented by the following equation where 𝐿!(𝑥) 
represents the ith least-squares regression line  

𝑦 =
1
𝑁(𝐿!(𝑥)

"

!#1

 

We are interested in the difference between the normalized search values, so instead of taking in 
the “absolute” value of the search terms as input, we take in the difference between search terms 
in consecutive days as features. We take into account search data for the past 5 days for the use 
of the model. This is done as the previous search will affect the number of cases. We also 
subtract the dates of the case data by 4. This is done due to the following statistic: it takes, on 
average, 7 days for a patient’s case to be reported after a patient has come into contact with a 
foodborne illness; further, most food-borne illnesses have an incubation period (the number of 
days between contact and arrival of symptoms) of ~ 3 days. Our algorithm determines the 
number of food-borne cases at this time (3 days after contact) as people start searching about the 
symptoms or disease when the symptoms arise. As a result, our model predicts cases 4 days 
before the usual diagnosis of a case.  

However, this data will lead to 10 (# of search terms considered in total, 5 for food-borne illness 
and 5 for symptoms) * 4 (there are 4 differences in the 5 days )* 2 (Google and Twitter) = 80 
features of search alone, and it is likely that some features encode for essentially the same thing, 
which could provoke our models to pick up on noise as opposed to the structure of search 
patterns. Thus, we use Principal Components Analysis (PCA) to determine the optimal amount 
of features to successfully predict # of food-borne illness cases 4 days from when the model is 
used. More details on PCA will be presented in the Mathematical Methodology section of this 
paper.  

Our models also employ population dynamics and historical food-borne illness features as the 
particular locale can greatly influence the number of cases. Specifically, Figure 3 and 4 show the 
amount of foodborne illness per state in a particular year. Our models take into account the 
average # of foodborne illnesses per kilometer^2 relative to population (ie. cases/day/population 
density) and average cases per day in the last 5 days. The former used as a feature of our model 
because every state has a different population and this population will affect the number of cases 
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a state will have. This feature is created by dividing the number of cases for a specific date by the 
population density of that state. The average cases per day in the last 5 days for a specific state is 
added as another feature because the cases of previous dates will play a role in determining the 
number of cases as food poisoning can be contagious and food poisoning will usually come from 
a source in a certain area.  

 

Figure 3: Relative number of cases by US state, Source NORS database of CDC 

 

Figure 4: Cases by state heat map 
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Figure 3 and Figure 4 shows how much the cases between the states vary and reinforce the 
importance of having population dynamics data to count each state distinctly. 

Alignment with the Actuarial Process Guide 

1. Defining Historical Trends: Our dataset has data points on past internet (Google and 
Twitter) trends data along with food-borne illness case data for the last 10 years, which is 
enough to get a general picture of trends.  

2. Projecting Future Trends: This data allows for projecting future trends (ie. outbreak 
detection) as some individuals will search their symptoms/illness and can thus help 
project a possibility of an outbreak.  

3. Separating Outcomes: In addition to search data, population dynamics data help 
differentiate between outcomes of different states and will classify each state differently.  

4. Defining Severity: Our models output the number of cases. Next, our model compares the 
number of cases given by the model and compares it with the expected number of cases 
for the given model to determine the possibility, and the severity, of an outbreak.     

5. Defining Frequency: Our models take into account the number of foodborne illness cases 
(as defined by the CDC) for the last 5 days before the model is used. 	

 
3.2 Mathematics Methodology 
3.2.1 Assumptions and Justifications 

1) Search terms in languages other than English correspond to the direct translation of 
the English term: Specifically, we assume that region-specific dialect/slang doesn’t 
significantly affect disease search patterns. This does not affect the model significantly 
as English is the language accounting for the vast majority of searches in the United 
States.  

2) Individuals affected by the outbreak have ready access to Google and Twitter: The 
amount of people with access to the internet is growing exponentially. While this 
assumption might not hold true for certain rural counties, the model will not be 
significantly affected by the assumption in most uses  

3) Individuals whose search terms are related to their illness will do so the day they 
start showing symptoms: According to a study by Masonboro Family Medicine, over 
89% of patients will do so.  
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3.3 Model Development 
We develop two models to predict the number of cases of food-borne illnesses 4 days into the 
future. One using an Artificial Neural Network and another using an additive model.  

3.3.1 Artificial Neural Network (ANN) 

We first develop an Artificial Neural Network (ANN) to predict the expected number of 
foodborne illness cases depending on Google and Twitter search data along with population 
dynamic data and frequency of food-borne illness in that area. An Artificial Neural Network is 
an algorithm, inspired by neuronal connectivity in the central nervous system, that takes in some 
input in the first layer, performs computations on the weighted inputs, applies activation 
functions in the hidden layer, and outputs a desired result in the output layer. The connections 
between nodes and layers generate pattern recognition capabilities similar to those generated by 
neurons and synapses in human brains.  

 

Figure 5: visualization of an Artificial Neural with two hidden layers 

As described in Section 2.1, we consider the data of the search terms of the 5 
most common and distinctive symptoms, and the 5 most common foodborne illnesses, 
and their variants both for Google and Twitter search for the last 5 days before the first 
reported case of an outbreak. Our model aims to predict the severity of the disease (our 
model actually computes the number of cases but an outbreak i.e. severity is determined 
if it is > 2 standard deviations above the mean) when patients first start showing 
symptoms of the disease. Thus, we shift the severity column back to the average number 
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of days it takes after symptoms are shown, for cases to be reported, which in this case is 
4 days.  
 
Smoothing 
As is the case with most behavioral data, there exists a non-trivial amount of noise inherent in 
the data. To combat this problem, we use the exponential smoothing recursive algorithm, 
represented by the equation below. Specifically, we use the algorithm to transform each trends 
data column into one with less statistical noise. In the equation below the transformed data 
column is given by 𝐹$, α is an experimentally determined smoothing constant, and is 𝑦$ is the 
pre-transformed value. 

𝐹$%1 = 𝑦$ + 𝛼(𝑦$ − 𝐹$) 

We suspect that some features might convey the same information (ie. dependent on another 
variable). To that end, we use Principal Component Analysis (PCA), a method for 
dimensionality reduction, to reduce this redundancy.  

 
Principal Components Analysis 
 

To use PCA, we first perform z-score standardization to transform the input data to a mean value 
of 0 and standard deviation of 1. This is done because (1) we do not want to penalize a particular 
feature solely due to its magnitude and (2) because PCA is highly sensitive to variance in input 
variables. Specifically, the equation below is used for this standardization, where 𝑧! represents 
the ith standardized value, 𝑥! represents the ith actual data point of the column, mu represents the 
average of the column and sigma represents the standard deviation of the column.  

𝑧! =
𝑥! − 𝜇
𝜎  

 
We first seek to understand the degree of correlation between the 90 input features (80 search 
features and 10 dynamics features). To that end, we compute a 70 by 70 covariance matrix with 
each feature computed against each other. The covariance between two variables, classically 
represented by the letter Q, is defined and computed according to the following equation.  

𝑄 =
1

𝑛 + 1(
"

!#1

(𝑥! − 𝑥)(𝑥! − 𝑥)& 
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The naive implementation of covariance is computationally expensive in this application as it 
involves 90 input features (80 search features, 10 population dynamics and historical trends 
features). Thus, we use the following identities to increase the speed of the covariance 
computation.  

𝐶𝑜𝑣(𝑎, 𝑎) = 𝑉𝑎𝑟(𝑎)	𝑎𝑛𝑑	𝐶𝑜𝑣(𝑎, 𝑏) = 𝐶𝑜𝑣(𝑏, 𝑎) 

Next, we calculate the eigenvalues and eigenvectors of the covariance matrix to compute the 
Principal Components (PCs) of the matrix. PCs are linear combinations of inputs that are made 
to be relatively independent. As we have 70 inputs features, we will have 70 PCA components. 
However, our model will not take as input all 70 features as many of them have low predictive 
power and thus can lead our models to overfit. We choose the minimum amount of features that 
explain at least 95% of the variance.  

After PCA, it was found that ~ 95% of the variance was explained by 10 features. The following 
displays the results of this analysis  

 

Figure 6: Variance of Principal Components 

ANN Model Specifics  
An ANN is defined by its weights, the number of layers, the number of nodes in each layer, etc. 
and are often called the hyperparameters of the model. The hyperparameters along with 
additional factor such as the regularization constant lambda, a hyperparameter used to prevent 
the models from learning the noise in the dataset, were tuned using random search, which 
consists of performing experiments where hyperparameter values are sampled using a normal 
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distribution (the exact choice depends on the specific hyperparameter) and the choice that 
maximized accuracy on the cross-validation test was chosen. An ANN is trained by computing 
parameters (ex. weights) that minimize a given cost function. In this research, we use the log loss 
cost function represented below, and the Broyden–Fletcher–Goldfarb–Shanno (BFGS) 
optimization algorithm is used.  

To train and test the model, we randomly sort the dataset consisting of the 10 principal 
components and the food-borne case data and use the first 60 % of each for training, the next 20 
% for cross-validation (used to compute hyperparameter values), and the rest of 20% is used 
testing the model itself.  

The Artificial Neural Network is developed using the Python programming language and the 
TensorFlow Machine Learning library.  

 
Responsiveness to trends  
 

The ANN employs online learning, which is a technique that retrains the machine learning model 
after each use. This is crucial to this application as a slight change in food-borne illness case 
patterns may have a massive impact on the performance of the model and it is thus to 
continuously train the model in real-time. 

Interpretation of the ANN 
 

A significant disadvantage of the use of deep learning methods (ex. ANN) in real-world 
applications is its lack of proper interpretation. We address this issue by using the SHapley 
Additive exPlantation (SHAP) technique, a game-theoretic method developed by Dr. Scott 
Lundberg of Microsoft Research, which provides a traditional interpretation of the model similar 
to those provided by a least-squares regression or Generalized Additive Model (GAM) . The 
visual interpretation of values generated by SHAP is below  
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Figure 7: Impact of Principle Components on model output 

3.3.2 Generalized Additive Model 

Despite the Neural Network’s high performance, one major disadvantage with it lies in the fact 
that the model is not easily interpretable (although we have attempted to provide an approximate 
interpretation for the ANN). That is, it is very difficult for the ANN to retrace its steps to inform 
stakeholders about how the model is made. To that end, we develop a Generalized Additive 
Model (GAM), a model known for its interpretability.  

A GAM model is an extension of classic statistical techniques (ex. Polynomial regression) in that 
it is represented by a linear combination of terms. However, this model differs from traditional 
techniques because it does not restrict itself to one family of functions (ex. polynomial). 
Specifically, a GAM model is represented by the following equation.  

𝑠(𝑥) = 	(𝛽'𝑏'(𝑥)
(

'#1

 

The bk(x)term is formed via a combination of smaller functions known as basis functions. In this 
research, the hyperparameter values are the family of basis function, the overfitting parameter 
lambda and the optimizer function is selected using the random search approach from the 
Artificial Neural Network.  
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3.4 Results and Model Analysis 
As mentioned in the methodology, the hyperparameter values for the ANN were trained using 
random search. After testing the hyperparameter values on the cross-validation set, the optimal 
structure of the Artificial Neural Network was 3 hidden layers each with 4 nodes respectively. 
The value from the exponential smoothing algorithm found to be 0.6. The following is the final 
depiction of the ANN. 

 

Figure 8: ANN architecture used in the model 

The model fetches data from Google Trends and Twitter through API calls and outputs a number 
of predicted cases. If the predicted cases increase by a threshold percentage, which is called 
model sensitivity, it sends out email and text alerts to the relevant stakeholders. For email and 
text, Twilio [8] APIs are used inside the Python program. The model is tested with 20% of the 
disjoint data for Google trends and a 97% r^2 score was found after 25 epochs. 
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Figure 9: This chart shows epoch vs R2 score 

 
We simulated a scenario by running the ANN model on real data from December 2018. We have 
taken the 2018 December outbreak of Salmonella in the state of Georgia as an example and fed 
the model with Google Trends and Twitter API data. For this case we used all the symptoms 
stated in the methodology but for showing on the chart we just took one symptom, “Stomach-
flu”. The model could correctly predict 4 days before the outbreak about a possible outbreak. 

 

Figure 10: Model prediction for December 2018 in GA Salmonella Outbreak. 
 
Generalized Additive Model: 
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The GAM model was also tested on a disjoint (from training and cross-validation) 20% of the 
data. The family of functions used ranged from polynomial to gaussian. The r^2 score for this 
model was 0.94. While this model did have a lower r^2 score than the ANN, it is significantly 
easier to train and provides a direct interpretation of the model. The polynomial features had a 
significantly greater predictive power than the other features (ex. gaussian features). Public 
Health Agencies should use the unanimous determination of both models to predict outbreaks.  

 
4 Risk Characterization 
4.1 Potential Hazards 
The major health hazard in a foodborne illness is contaminated food. Food gets contaminated at 
the source where the food is produced or at the place where the food is consumed. As per CDC 
estimates, 1 in 6 Americans get sick from foodborne illness each year and 3000 of them die [1]. 
However, this disease is preventable, and this research outlines a possible method of early 
detection and prevention of the severity of an outbreak. 

4.1.1 At-risk subgroups 

There are three distinct groups who are affected because of foodborne illness.  

1. The first group is the government agencies, in particular public health agencies. These 
agencies are responsible for the identification and mitigation of foodborne diseases. More 
the severity of an outbreak, the harder it is. mitigate the outbreak. In terms of finances, the 
agencies need more financial resources to contain more severe and more frequent 
outbreaks.  

2. The second group is the people or the patients who suffer from the illness. Depending on 
the type of the pathogen, it takes anywhere between 1 to 2 weeks to get cured. Some 
people get hospitalized and some may die too. In terms of financial risk, the cost of 
treatment, loss of pay, or loss of a job are the major risks for the public. 

3. The third group is the business that is responsible for the outbreak. These include 
restaurants, food vendors, grocery stores, meat or vegetable producers, food transporters, 
etc. Their risk is significant as their business can get impacted by the outcome.  

 

4.1.2 Risk Quantification 

In this research, the plan is to guide the risk analysis using the cost of illness and monetized 
QALYs data. The QALYs is a measure of the value of health outcomes. QALYs, in short 
Quality Adjusted Life Years, has become a standard to measure the burden of disease. Measures 
of disease burden such as QALYs are increasingly important to risk-based food safety policy. It 
assumes that health is a function of the length of life and quality of life, and combines these 
values into a single index number. QALYs is computed by multiplying the utility value 
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associated with a given state of health by the years lived in that state. Utility value in economics 
is used to model worth or value. A year of life lived in perfect health is worth 1 QALY (1 year of 
life × 1 Utility value). A year of life lived in a state of less than perfect health is worth less than 1 
QALY; for example, 1 year of life lived in a situation with utility 0.5 (for example not able to 
move, 1 year × 0.5 Utility) is assigned 0.5 QALYs. Death is assigned a value of 0 QALYs. 

Illnesses due to unknown pathogen origin are estimated to cause 80 percent of all foodborne 
illnesses. Such exposure also causes 56 percent of hospitalizations, and 56 percent of deaths 
resulting from foodborne illness [18]. The knowledge that most foodborne disease is due to these 
unspecified causes is critical to public health surveillance and to guiding epidemiological 
research priorities.  

 

 
Table 1: This table shows the foodborne illness comparison between known and unknown sources 

in a year 
 
Scharff study in 2012 shows that the total cost of foodborne illness to society is $77.7 billion for 
all known 31 pathogens and unknown agents put together. According to the CDC (described in 
table 1), a total of 47.8 million incidences are there related to foodborne illness in a year in the 
USA. For one incident on average, the cost is $1628 ($77.7 billion divided by 47.8 million 
cases). 

The cost of a single foodborne illness outbreak at a fast-casual establishment could cost 
between8, depending on the severity of the outbreak, the number of lawsuits, fines, and legal 
fees, as well as the number of employees and guests impacted by the incident according to the 
study by Johns Hopkins Bloomberg School of Public Health.  

4.1.3 Historical	Trends		

According to data by the National Outbreak Reporting System (figure 11 and 12),  the number of 
food-borne outbreaks and hospitalizations have been steadily increasing since the year 2008. 
Further, the incidence of outbreaks has not gone down despite an increase in technology 
designed to do so. This suggests that public health agencies should switch their attention from 
reducing risks after the detection of an outbreak and should instead focus on detecting the 
outbreak early.  
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Figure 11: Number of Outbreaks over Time                         Figure 12: Hospitalization over Time 

4.1.4 Risk	Distribution	

Each outbreak varies by size. The size of an outbreak is determined by the number of cases of 
illness during the outbreak. We distribute the probability for each type of outbreak in the 
following chart (figure 13) to show the distribution of the probability of a particular size of an 
outbreak occurring. While the chart displays the central distribution of the outbreaks, it is 
important to note that there exist outbreaks with cases significantly greater than 250 (a few close 
to 1000). These outlier outbreaks are the ones that cost vendors and restaurants the most in regard 
to revenue cost as there is a strong positive correlation between the severity of an outbreak and 
revenue costs. 

                        

Figure 13: Probability distribution of the size of an outbreak at the restaurant. 

Now we further found out (Figure 14) how much it costs for an average restaurant for each size 
of the outbreak from data in [20]. The data indicates that the overall cost of an outbreak 
gradually increases with the # of cases, although it is not proportionate. This also affects the 
insurance premium that ranges from $550 to $6850. The insurance increase is similar to the past 
increase in health insurance premiums [20]. We will present more details on the risks and 
recommendations to insurance providers in section 4.2.2.  
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Figure 14 and Table 2 [20]: Loss incurred by the restaurant in an outbreak  
 

It can be observed that the cost is similar (refer to Figure 9) irrespective of the size of an outbreak 
if the impact is high. High impact usually is from the legal fees and judgments arising from a court 
case filed by the customers after an outbreak and only has a weak positive correlation with the 
number of cases. However, as we will show, our models, even with the primary aim of reducing 
the number of cases of a food-borne outbreak, will still reduce risks for all major subgroups.  
 
4.2 Recommendation 
4.2.1 Public Health Recommendation 

This model could predict an outbreak 4 days before it occurs. Public health agencies go through 
the following steps to detect the root cause of an outbreak and then put a control in place to stop 
it. 

1. Detect: Detect a possible outbreak through public health Surveillance. 
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2. Find: Find more cases in the outbreak  
3. Generate: Generate hypotheses through interviews with sick people. 
4. Test: Test hypothesis to find a likely Source if no sources found in cases continue to return 

to step 3. 
5. Solve: Solve sources of the outbreak and ultimate point of contamination. 

 

This model is recommended to be used at the public health surveillance system (step 1 above). 
This model will be useful to get alerted of a possible outbreak as soon as symptoms started 
appearing in the local population. This will expedite the remaining steps (Steps 2 through 4) and 
will help the control in place much faster.  

The model helps to reduce the number of deaths and hospitalization and saves the economy 
significantly. In the current scenario, symptoms take place on an average 2 days after the 
exposure. The patients seek medical care on an average 3 days after the symptoms start, 
diagnosis and detection of root cause happen 10 days after the diagnosis and usually, 
intervention is done soon after. The cases drop following a successful intervention in about a 
week. The following figure shows a standard timeline.  

 
Figure 15: Timeline of outbreak progression in current scenario 

 
 
The search trends of symptoms jump within a day of symptoms start. With the recommendation 
to fit this model in the 1st step of public health surveillance, public health agencies will be able 
to solve a root cause faster. As this model predicts 4 days before a normal outbreak can be 
determined by current methods, the recommended active surveillance will help to find the root 
cause quicker and thus intervention can be done sooner. With the same amount of lead time, in 
this example 7 days for cases to start dropping, the total number of cases will be down. As this 
model has the ability to reduce the peak, it can successfully flatten the curve sooner. 
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Figure 16: Timeline of outbreak progression with the model 

4.2.2 Insurance Recommendation  

Insurance for foodborne illness for the restaurants and other establishments usually covers the 
following.  

A. Bodily accidents, or medical costs – If the food is tainted and a customer or many 
customers and employees become ill,  this policy pays for their doctor or hospital bills.  

B. Legal Fees - Customers sue the establishment. When it comes to lawsuits, defense 
expenses are a significant expense. The costs of court and lawyer fees can quickly mount 
up. It includes judgment in addition to paying the lawyer and court fees. 

Legal costs have the greatest effect on the total cost of a foodborne illness outbreak. According to 
a study by John Hopkins University, lawsuits and legal fees had an additive effect on the total 
outbreak cost. To give an example, It costs a fast-food restaurant $3868 for a 5 person outbreak 
without lawsuits and legal fees; whereas $4480 with $500 in lawsuits and legal fees; and 
$103,987 with $100,000 in lawsuits and legal fees (all other variables being equal) [20].  

When the model is used at the first step of the surveillance, quick intervention is usually the 
outcome and that reduces the case by as much as 64% (refer to figure 11 in section 4.2.2). 
However, it does not ensure a similar reduction of legal fees which is usually the biggest 
component of loss. We recommend the insurance company can do either or both of these 
suggestions when the use of the model brings down the size of an outbreak. 

1. Reduce the premium for bodily accidents/medical costs portion of the insurance. As 
medical costs will be proportionally less if the number of cases is smaller. 

2. Provide an incentive to the restaurants and establishments if the model is used by the local 
health agencies as part of their foodborne illness surveillance strategy. 
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4.2.2 Quantification	of	Recommendation		

 
To quantify the gain because of the introduction of the model at step 1 of public health 
surveillance, an epi curve is used. An epi curve is a visual display of the onset of illness among 
cases associated with an outbreak. 

 

 
Figure 17: Epi Curve - left is an outbreak as is and right with the model. The intervention is done 

16th day without the presence of a model and on the 12th day with the model 
 

With an intervention, 4 days before, the recommended policy change will be able to flatten the 
curve of the number of cases in an outbreak and will be able to bring down the total number of 
cases significantly (refer figure 17 and 18).  
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Figure 18: The moving average trendline for Epi curve with and without the recommendation of 

the model in the first step 
 

As described in the risk quantification section of this document, it has been shown that for each 
incident of a foodborne illness, the cost to the society is $1628 as per the QALYs measurement 
and cost of illness. With the above example the cost of an outbreak comes down significantly 
over the period of an outbreak and the cost savings can be as much as 65%. The total number of 
cases with and without intervention are 50 and 142 respectively. The total cost with and without 
the model is $81,400 and $231,176. 
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Figure 19: The moving average trendline for Epi curve with and without the recommendation of 

the model in the first step 
 

With an extrapolation of this data, that 65% savings can be achieved, the total savings to the US 
economy will be close to 50 billion USD with the introduction of early intervention for 
foodborne illness-related outbreaks. On average, in an outbreak, 2% of all cases lead to 
hospitalization. The introduction of the model can save peak time hospital bed usage and thus 
help the health care system. As the case count is directly proportional to death counts, this 
model, by reducing the number of cases, can save lives.  
4.2.3 Cost	of	Active	Surveillance:	

Active surveillance is a resource-intensive and costly procedure.  According to a study by the 
Canadian Agency for Drugs and Technologies in Health [6] it costs on an average of 118 hours 
of effort by active surveillance for each case. The cost to do active surveillance is $8613 for each 
case. The active contact tracing and surveillance happens till the root cause is found. In the above 
case, the intervention was done on the 12th day with the model. So there are 10 cases were used 
for active surveillance and the total cost would have been $86,130. The cost of active 
surveillance is frontloaded and usually ends after the successful intervention is achieved. The 
following chart shows the cost distribution without the model, cost of with model, and cost of 
active surveillance because of the alerts from the model (figure 20). 
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Figure 20: Cost distribution of outbreak with the model, active surveillance because of the alerts 

from the model and without the model. 
 

If the cost of active surveillance is added to the cost of the outbreak, the total will be $167,130, 
which is 27% less than the cost of the outbreak ($231,176) without the intervention of the 
model.  
 

4.3 Limitations of the model 
The model has the ability to alert authorities about a possible outbreak with a surge of google 
search and social media trends of symptoms. With an r^2 score of 0.97, it can detect outbreaks 
with good performance. However, the model relies heavily on the internet adaptability of the 
affected people. Further, some of the symptoms of foodborne illness are similar to other diseases. 
However, we accounted for this by picking symptoms that are not only common but also 
distinctive. 
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5 Conclusion 
 
The current public health surveillance technique relies on healthcare centers reporting data of 
foodborne illness. This passive surveillance is late in detecting the illness. Because of this, the 
detection of root-cause is late and public health interventions, such as closing a restaurant, 
recalling a particular food, or generating public awareness takes significant time. Thus, there 
currently exists a large public health loss because of this delay. The results of this study show 
that using Google and Twitter data, outbreaks of food-borne illnesses can be detected 4 days 
ahead of time. This helps Public Health Agencies perform proactive surveillance and do contact 
tracing to find the root cause of the foodborne illness ahead of time. This will potentially 
decrease the risk of further public health hazards and can reduce the cost significantly in addition 
to saving numerous lives. The model brings down the cost of an outbreak by 27%. With an 
estimated $77.7 billion annual cost of foodborne illness in the US, the model will save an 
estimated $20.84 billion and potentially save more than 1900 American lives. 
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